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Hybrid Sparse Monocular Visual Odometry with Online
Photometric Calibration
Dongting Luo1, Yan Zhuang2 and Sen Wang3
Abstract— Most monocular visual Simultaneous Localization and Mapping (vSLAM) and visual
odometry (VO) algorithms focus on either feature-based methods or direct methods. Hybrid (semidirect) approach is less studied although it is equally important. In this paper, a hybrid sparse visual
odometry (HSO) algorithm with online photometric calibration is proposed for monocular vision.
HSO introduces two novel measures, i.e., direct image alignment with adaptive mode selection and
image photometric description using ratio factors, to enhance the robustness against dramatic image
intensity changes and motion blur. Moreover, HSO is able to establish pose constraints between
keyframes far apart in time and space by using KLT tracking enhanced with a local-global brightness
consistency. The convergence speed of candidate map points is adopted as the basis for keyframe
selection, which strengthens the coordination between the front end and the back end. Photometric
calibration is elegantly integrated into the VO system working in tandem: 1) Photometric
interference from the camera, such as vignetting and changes in exposure time, is accurately
calibrated and compensated in HSO, thereby improving the accuracy and robustness of VO. 2) On
the other hand, VO provides pre-calculated data for the photometric calibration algorithm, which
reduces resource consumption and improves the estimation accuracy of photometric parameters.
Extensive experiments are performed on various public datasets to evaluate the proposed HSO
against the state-of-the-art monocular vSLAM/VO and online photometric calibration methods. The
results show that the proposed HSO achieves superior performance on VO and photometric
calibration in terms of accuracy, robustness and efficiency, being comparable with the state-of-theart VO/vSLAM systems. We open source HSO for the benefit of the community.
Keywords: Visual Odometry, Hybrid Sparse, Online Photometric Calibration, Monocular vision.
SUPPLEMENTARY MATERIAL
Video of the experiments: https://youtu.be/AchJQ2u8K50

1.

Introduction

Monocular Visual Simultaneous Localization and Mapping (vSLAM) and Visual Odometry
(VO) have had great progress and been powering numerous commercial applications, such as
augmented reality and self-driving cars, thanks to their lightweight and cheap characteristics. Due
to the demands brought by these applications, recent research interests have been increasingly
shifting to visual inertial and stereo SLAM/VO systems. Monocular vSLAM/VO seems to be no
longer a major interest due to its limitation on recovering an absolute scale. But advancing the
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development of monocular vSLAM/VO is still of great significance: i) Monocular vSLAM/VO is a
lightweight and cheap solution. On some occasions where the absolute scale is not strictly required
or cannot be easier recovered (e.g., small parallax), monocular vSLAM/VO is a good option with
reasonable accuracy. ii) More importantly, compared with other vSLAM/VO methods, monocular
methods often serve as their "kernel". This means monocular methods can be extended to other
solutions in a relatively straightforward way. However, building a monocular vSLAM/VO system
with excellent robustness and accuracy is still an open challenge in the community.
Feature-based method is the mainstream in the history of vSLAM and has achieved excellent
performance (Mur-Artal et al., 2015; Klein and Murray, 2007; Geiger et al., 2011; Campos et al.,
2020). Since it relies on features (e.g., points and lines) extracted from the environments, it may
become inadequate when facing texture-less scenarios (Li et al., 2018), such as man-made indoor
environments. Direct approach, meanwhile, has gained great attention in recent years (Engel et al.,
2018; Engel et al., 2014; Zubizarreta et al., 2020). It directly uses pixels with gradients in an image
and minimizes photometric errors. Direct approach can achieve comparable performance with
feature-based method (Engel et al., 2018).
Hybrid method which combines the feature-based method and the direct approach was first
presented in (Jin et al., 2003). The hybrid method uses direct image alignment at the front end to
calculate the initial pose estimate. Then, optical flow is used to construct feature association and
bundle adjustment (BA) (Triggs et al., 2000) is used to optimize geometric errors at the back end to
reduce cumulative drifts. This avoids extracting descriptors and the time-consuming photometric
error BA, achieving ultra-high efficiency. However, it also has the shortcomings: i) the front end
using photometric errors is sensitive to image intensity changes and photometric interference caused
by camera imaging; ii) the use of Kanade–Lucas–Tomasi (KLT) feature tracker makes its extraction
of candidate points stricter than the direct method. Therefore, in order to further improve the
performance of a hybrid method, there are still many difficulties to be solved.
Radiometric calibration (also called photometric calibration) was mainly required in the early
days of construction of linear high dynamic range images (Debevec and Malik, 1997), shape from
shading (Horn and Brooks, 1989), panoramic image mosaics and so on. It has also been proved that
it is beneficial to direct VO systems (Engel et al., 2016; Bergmann et al., 2018; Quenzel et al., 2018).
However, limited to the efficiency and resource consumption of the system with the direct method,
the radiometric calibration system has not been tightly integrated into the vSLAM/VO so far to get
a win-win situation for both VO and radiometric calibration. Therefore, designing a fast, efficient
and light-weight hybrid method is still a challenging task for monocular vSLAM/VO.
This paper aims to design a hybrid sparse visual odometry (HSO) system with online
photometric calibration. The main contributions of our work are summarized as follows:
(1) An accurate, robust and efficient HSO algorithm is proposed (see an example result in Fig.
1). Supported by the experimental results, the proposed HSO outperforms the existing state-of-theart feature-based and direct monocular vSLAM/VO method in terms of accuracy, robustness and
efficiency, especially when dealing with dramatic changes in image intensity.
(2) The online radiometric calibration method is seamlessly and tightly integrated into the
hybrid VO system, following the basic parameterization and optimization of photometric calibration
in Bergmann et al. (2018). But HSO achieves a win-win situation with more accurate online
photometric calibration (See results in Section 6.3) and VO performance (See results in Section 6.2):
i) the VO module of HSO directly provides all information needed for the online radiometric

calibration, including keyframes, data association and exposure time prior, which are jointly and
accurately optimized in our VO module. This enables HSO to achieve more accurate camera
photometric parameter estimations and potentially reduced computation, compared to Bergmann et
al. (2018) which relies on an independent 2D-2D KLT tracking dedicated for photometric calibration;
ii) For the hybrid VO system, its VO accuracy and robustness are enhanced by boosting its image
quality after the online radiometric calibration. More accurate VO then further refines the
photometric parameters calibrated in i), which in return enhances the image quality and VO
performance. This win-win benefit is missing in Bergmann et al. (2018) given that its photometric
calibration does not leverage the optimal estimates in its VO.
(3) Extensive experiments of various vSLAM/VO systems are performed on 3 existing public
datasets with a set of configurations to thoroughly and systematically evaluate the online
photometric calibration and HSO against the state-of-the-art systems.
(4) For the benefit of the community, we make the source code public4.

Fig. 1 Reconstructed map of HSO and all frame trajectory in sequence 31 of the TUM MonoVO dataset (Engel J et
al., 2016). The start and end locations of this sequence are closed-up, even without relying on loop closure. HSO has
achieved high localization accuracy.

In the following sections, we first review recent work on vSLAM/VO and radiometric
calibration in Section 2. After a system overview in Section 3, Section 4 and 5 explain the proposed
online photometric calibration and VO system, respectively. Section 6 provides the experimental
results before drawing conclusions in Section 7.

2.

Related Work

2.1. Radiometric Calibration
Radiometric calibration, as an offline method widely used in various visual algorithms, is often
adopted to ensure intensity consistency between frames. For the response function, many methods
rely on different exposure times to capture the same scene for estimation. Mann and Picard (1995)
assume that the response function of a camera is a gamma curve although it may not be the case in
4
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reality, leading to possible poor estimation accuracy. A low degree polynomial is used to
parameterize the camera response function in the work of Mitsunaga and Nayar (1999). However,
it cannot guarantee its monotonic increase. Empirical Model of Response (EMoR) (Grossberg and
Nayar, 2003) which is widely used for radiation calibration solves the previous problems. Exposure
difference and optical flow are optimized jointly in Kim et al. (2010) to maintain high robustness to
the change of image intensity, given that the optical flow of pixels between consecutive frames is
small. The response function and the vignetting are further decoupled in Kim and Pollefeys (2008).
However, this requires a large number of center-symmetric samples, making it not suitable for realtime systems.
Recently, an online photometric calibration system (Bergmann et al., 2018) is proposed based
on the offline framework designed by Goldman and Chen (2005). It runs a separate KLT tracker,
independently from its VO, for the online photometric calibration. Therefore, it does not benefit
from the win-win benefits discussed in Section 1. Moreover, it drops historical information directly
in the sliding window optimization when a keyframe moves out of the fixed-size window, while the
proposed HSO marginalizes the information using the Schur Complement to keep the information
for enhancing the results. The estimation accuracy of photometric parameters is further improved
by using thin plate splines in (Quenzel et al., 2018). However, none of the above methods are tightly
integrated into the vSLAM/VO system to improve its performance. Considering this, Hu et al. (2020)
and Liu et al. (2020) integrated online photometric calibration into real-time visual-inertial
odometry/SLAM systems to improve the performance of the system under the environment of
illumination variation. But it lacks in-depth discussion about the impact of photometric calibration
on vSLAM/VO systems, which will be elaborated in our work. For clarity, we use photometric
calibration to refer to radiometric calibration in this paper.
2.2. vSLAM/VO System
Feature-based Methods. Feature-based methods (Mur-Artal et al., 2015; Klein and Murray,
2007; Pire et al., 2015; Geiger et al., 2011) extract and match a sparse set of keypoints (Rublee et
al., 2011; Bay et al., 2008) and minimize a reprojection error for pose estimation. Benefiting from
the robustness of modern feature extraction algorithms, the feature-based method can robustly cope
with the changes of image intensity and geometric noise. On the other hand, their performance
degrades in texture-less environments or when the images suffer from photometric noises (Engel et
al., 2018).
Direct Methods. Direct methods (Engel et al., 2018; Newcombe et al., 2011; Engel et al., 2013)
which make an assumption on brightness constancy do not rely on the feature extraction. They
recover motion and structure by minimizing photometric errors. Since camera poses and a structure
are estimated from direct image alignment in the direct methods, they are sensitive to the changes
of image intensity, which could be caused by ambient illuminations and camera exposure times
(Engel et al., 2018).
Hybrid Methods. Hybrid method combines the techniques in the feature-based method and
the direct method, trying to leverage the strengths of these two types of methods. Lee and Civera
(2018) parallel a feature-based method and a direct method in a loosely-coupled manner. When one
fails, the other can continue tracking to support the whole system. This architecture may need some
extra computing resources because the system must maintain a feature-based method and a direct
method simultaneously. Meanwhile, some works optimize the reprojection error to get a coarse

camera pose firstly, and then apply a direct image alignment algorithm to refine the result
(Krombach et al., 2016, Kim et al., 2019, Luo et al., 2021), which can be implemented in a unified
form (Younes et al., 2019). SVO (Forster et al., 2016) is an extremely efficient hybrid system that
performs direct image alignment using features detected for initial pose estimation before refining
it with a reprojection error-based BA. Although it can be deployed on resource-constrained
platforms, its accuracy could be further enhanced (Yang et al., 2018).
In this paper, we follow the basic pipeline of SVO (Forster et al., 2014) but redesign the whole
system in every algorithm block, especially including the following improvements: i) Online
calibrated camera photometric parameters are combined with an adaptive mode selection direct
image alignment method (Section 5.2) and a robust KLT to efficiently cope with abrupt and irregular
image intensity changes (Section 5.3); ii) The convergence time of map points is regarded as an
adhesive associating the front-end and back-end of the VO to make a more reasonable selection on
keyframe as well as other algorithm thresholds; iii) A newly succinct brightness affine model
facilitates the performance of the hybrid system under image motion blur; iv) a quadtrees-based
corner-edge candidate detection method not only ensures well-distributed features, but also
effectively reduces repeated extraction.

3.

Overview

Fig. 2 System pipeline of HSO. There are three paralleled threads in HSO: online photometric calibration (orange),
tracking (blue) and mapping (green).

3.1 Pipeline
The proposed HSO can be divided into three threads: online photometric calibration, motion
estimation and mapping. The pipeline of HSO is shown in Fig. 2.
The photometric calibration thread produces optimal photometric calibration parameters online.
It consistently accepts new keyframes and adds them into a keyframe queue, which is used to
formulate a windowed optimization problem. The exposure time of the current keyframe is refined
within this queue to reduce the drift caused by the frame-to-frame transfer. The windowed
optimization is then solved to estimate the camera photometric parameters.
When a new frame arrives in the motion estimation thread, the system first uses the latest
optimized photometric calibration parameters to perform a photometric calibration removing its
response function and vignetting. Then, the direct image alignment with adaptive mode selection is
used to obtain its initial estimates of pose and exposure time. To obtain feature observations in the
current frame, features in a local map are aligned using KLT tracking. Regarding the keyframe
selection decision, HSO introduces a novel algorithm that makes use of the information of the front

and back ends, including optical flow, motion (from front-end motion estimation) and convergence
time of candidate map points (from back-end mapping). This enables the system to generate new
keyframes at a reasonable and flexible rate. In the final step, a local BA is performed on both the
current keyframe and the connected keyframes in the covisibility graph.
When a frame completes all the tasks of the motion estimation, it is inserted into the mapping
thread. A distance-filter is used to update the inverse distance (Civera et al., 2008) probability model
of all candidate points extracted from previous keyframes with the new frame (Engel et al., 2014)
(Forster et al., 2014). Meanwhile, the convergence speed of the map points is passed to the front
end for keyframe selection and other thresholding. When the inserted frame is a keyframe, an
adaptive candidate point extraction algorithm is executed to select well-distributed new candidate
points.
We use 2D-2D KLT tracking and calculate the Homography and Essential matrix, and then we
decompose the H or E to find the best translation vector and rotation matrix to bootstrap the VO
system at the initialization (Mur-Artal et al., 2015).
3.2 Notation
The pose of camera C in the world frame w at time k, including rotation and translation, is
expressed by a rigid body transformation Tk , w Î SE(3) . w p=(x, y, z ) T denotes a 3D map point p in
the world coordinate system. Tk,w transforms the map point from the world frame to the camera
frame at time k, i.e., k p=Tk , w w p , the left subscript k demonstrates the coordinate system where the
map point is located in. The parameterization of the map point in the camera frame uses a bearing
vector z, |z|=1, and the inverse distance d between point and camera. Hence, the map point can also
be written as k p=z p d -p1 . Use relative transformation Tk ,k -n = Tk , wTk--1n, w to transfer k p to the
k
k
camera frame at time k-n,

k -n

T
p=Tk-,1k -n k p . The image coordinate u = (u, v) of the point in the

frame k-n can be obtained by projection using the camera geometric intrinsic P C ,

4.

u = P C (k -n p) .

Online Photometric Calibration

4.1 Image Acquisition and Photometric Calibration Parameters
Image acquisition is shown in Fig. 3. A scene 3D point accepts a static light source and reflects
light, which is received by a camera. The reflected light is called radiance L. If the radiance received
by the camera is independent of the viewing angle, the reflections are Lambertian. In this paper, it
is assumed that all light sources are static and all scenes meet Lambertian, which makes the radiance
value of the same scene point in different images consistent. The radiances captured by the camera
lens are mapped to irradiance E:

E = VL ,

(1)

where V is the vignetting, V : W ® [0,1] . Vignetting is a change that causes pixel values to decay
radially from the center of the image. It is assumed that the vignetting of all images taken by the
same camera is equal. The energy received by the camera per unit time is accumulated over the
exposure time, and finally mapped by the camera response function to the camera output:

I (u) = f (eV (ru ) Lu ) ,

(2)

where I(u) is the pixel value of the camera output image at position u, f (×) is the response function
of the camera, f : ! ® [0, 255] , and it is a monotonically increasing and reversible non-linear
function, e is the exposure time of the image I, ru is the distance between pixel u and the center of
the image, and V is the vignetting which is a function of r; Lu is the radiance of the corresponding
position of pixel u in the real world. There is an exponential ambiguity in this formula:
g
f '( E ) = f ( E1/g ) ; e ' = e ; V '(r ) = V g (r ) ; L 'x = Lgx ;

f '(e 'V '(r ) L 'x ) = f (eV (r ) Lx ) .

(3)

When the response curve is unknown, the objective function cannot find a unique solution, and we
can only obtain a family of solutions that produce the same pixel value (Goldman and Chen, 2005).
This is similar to the scale problem in monocular vSLAM/VO, but the difference is that we do not
need to find the correct scale factor to make the photometric calibration system available. In our
work, we used the same method in Goldman and Chen (2005) and Bergmann et al. (2018) to deal
with the scale. That is, if we know the ground truth of photometric parameters, the result will be
scaled optimally. Otherwise, we set the scale=1.0.

Fig. 3 Image acquisition process

It is recognized that vignetting tends to cause inconsistent pixel values at the center and edges
of the image, which is not conducive to feature tracking in vSLAM. For example, the light on the
image edge can be 30% to 40% lower than the central light at the maximum aperture setting
(Goldman and Chen, 2005), even with a high-quality fixed focal length lens. Furthermore, drastic
changes in image exposure time can cause tracking failures. Therefore, eliminating their impact on
feature tracking is the main motivation for integrating photometric calibration into a vSLAM
system. Please refer to Section 6.3 for experimental results on how camera photometric parameters
affect vSLAM/VO.
4.2 Optimization Formulation
4.2.1 Camera Response Function
Empirical Model of Response (EMoR) is used to model the camera response function as:
n

f ( x) = f 0 ( x) + å ck hk ( x) ,

(4)

k =1

where f0(x) is the average response function, hk(x) is the basis function, n is the number of selected
basis functions (the larger the value of n is, the more accurate the model should be), and ck is the
coefficient to be optimized. Note n is chosen as 3 in this paper as a trade-off between efficiency
and accuracy. This EMoR response function is derived from the principal component analysis of
the response functions of 201 cameras with different brands (Grossberg and Nayar, 2003). It
guarantees monotonically increasing and reversible properties for the estimation of the response
function. It can be seen that the entire EMoR is a linear combination of basic functions.
Since the calibration of the camera response function can affect the intensity and contrast of

the calibrated image (see Fig. 4) (Bergmann et al., 2018), the excessive difference between the
calibrated image and the original image may bring uncertainty to the tracking of the visual odometry
(Yang et al., 2018). Further, we find the initial estimation of the camera response function may
greatly affect this difference. In order to retain the information in the original image as much as
possible, we conservatively choose the initialized values so that the intensity and contrast of the
calibrated image are consistent with the original image. The specific measure is that we align the
camera response function f(x) with x to find the optimal initialization value. Ideally, if we can find
f-1(I) = f(I) = I, we can retain the original contrast in the response-calibrated image:
255

n

{ck ,init } = arg min å || f 0 ( x) + å ck ,init hk ( x) - x ||
ck ,init
x =0
k =1
!"""
#"""$

(5)

f ( x)

where the ck,init are the initialization values. This step can be done offline, and we get c1, init=6.49595,
c2, init =-0.430019, c3, init =0.266248 and c4, init =0.058124.

Fig. 4 Photometric calibration results using different initial estimations of the camera response function. (a), (b) and
(c) is the calibrated image using the initial camera response function in their bottom left respectively, and (d) is the
original image.

4.2.2 Vignetting Modelling
Existing photometric calibration systems (Bergmann P et al., 2018; Quenzel J et al., 2018)
often assume that the vignetting meets the central symmetry property, i.e., the image center is the
symmetrical point, and the vignetting can be parameterized as a 6th order polynomial:

V (r ) = 1 + v1r 2 + v2 r 4 + v3r 6 , r Î [0,1] ,

(6)

where vi is the polynomial coefficient. In this work, a similar parameterization method is adopted.
However, asymmetry is considered possible. As shown in Fig. 5(a), an image is divided evenly into
two blocks, and then vignetting optimization is performed in each block independently. This
division is based on real-world situations: In outdoor environments, the upper part of the image
often contains a large area of sky, where the sample points situated don’t have accurate depth
estimation and enough translation optical flow, which are vital to the vignette optimization. So, if
the image is divided horizontally, there may be a huge gap between the result of the vignette of the
upper part and the lower part even if their difference in ground truth is small. In addition, to get a
reliable result of the vignette, empirically, we need at least 60 sample points in each image block
constantly. However, we only track at most 200 features in our VO system. If the image is divided
denser, the optimization result in each block will be unreliable and the optimization itself will
become slower as well. Therefore, the vertical division is a trade-off between accuracy and

efficiency. If there is a significant difference between them, the two optimization results are both
retained, and the two parts of the image are compensated separately. On the other hand, if the
difference between the two optimization results is small, their average is used to perform vignetting
compensation as:

ìmean(V1 (r ), V2 (r )),

V (r ) = í

î

V1 (r ) || V2 (r ),

å| V -V
å| V -V
1
1

|< s
, r Î [0,1].
2 |³ s
2

(7)

(a)
(b)
Fig. 5 Image division and vignetting regularization. In (b), the black solid line is the ground truth of vignetting, and
the blue solid line is the estimated value. We truncate the estimation curve at the local minimal and fix the gradient
of the line using the red dotted line to make the regularization.

According to the experiments, the optimization results generally do not meet the monotonic
decrease (see Fig. 5(b)), which is not consistent with the normal situation (that is, the closer to the
corner of the image, the greater the intensity attenuation factor), and it will bring more disturbances
to the feature tracking of the VO system. In our experiments, we find that if the non-monotonicity
of the vignetting estimation is too intensive, it may affect the long-time tracking of features in the
front-end. For example, when the features in the center of the image move slowly to the edge of
the image, we can’t observe it, even if the parallax is small. To solve this problem, after obtaining
the vignetting result, a regularization on it (as shown in Fig. 5(b)) to make the results close to
monotonic decreasing.
4.2.3 Energy Function of Photometric Calibration
The energy function used is similar to (Bergmann et al., 2018; Quenzel et al., 2018; Goldman
and Chen, 2005). For a given number of keyframes F and their tracking feature points P (both from
the front end of the visual odometry in this work), the energy function is defined as

ˆi ˆ ( ri p ) Lp ) ||h ,
{f ( g ), ei ,V ( r )} = arg min åå || I i (u p ) - fˆ (eV
f , ei ,V

(8)

pÎP iÎF

where ||.||h is the Huber norm. The data required for the optimization is pre-calculated by the visual
odometry (see Section 5 for details), including keyframes, tracked features, data associations, an
initial guess of exposure times and feature patches. Note that over-exposed and under-exposed
pixels are rejected from the optimization because they may cause devastating results for
photometric parameters estimation.
In Bergmann et al. (2018), in order to obtain the initial guess of the exposure times, additional
KLT tracking and exposure time calculations are required, which may result in: i) a large number
of false positives by only using pure 2D optical flow tracking, introducing errors to the exposure
time calculation and the energy function of the optimization; ii) extra computation. In the proposed
method, all the data required is obtained from the VO system, including the exposure time (see

Section 5.2), which greatly improves the accuracy of data association without adding much
additional computation.
4.3 Windowed Optimization
To jointly optimize all photometric parameters, the photometric calibration system
continuously updates a keyframe queue with a fixed-length F. Compared to other photometric
parameters, vignetting has some special requirements for the tracked features, i.e., the tracked
features in the queued keyframes have relatively large optical flows moving from the image center
to the image edge (or in the opposite direction). A longer queue would facilitate this, but it becomes
time-consuming. A queue length of 10 is chosen in this work to balance both efficiency and accuracy.
For simplicity, we take a residual rk as an example. Assuming that the tracking feature point
that produces this residual falls on the left side of the image, i.e., the vignetting function to be
optimized is V1. The optimized parameter of rk is V ,

V = (v , e)T , where v

is the photometric

parameters of the camera, which includes 3 parameters of the response function and 3 parameters
of the vignetting, v = (c1 , c 2 , c 3 , v1 , v2 , v3 ) . ei is the exposure time of the keyframe i where the
tracked feature point is located, V =(c1, c2, c3, v1, v2, v3, ei)T. Assuming that V 0 is the evaluation
point of the parameter tangent space and DV is the cumulative increment of the parameter, then

V 0 + DV

is the current estimated value of the parameter. All residuals are calculated based on the

current estimated values. Jacobian Jk is written as

æ ¶r ((V + DV ) + V 0 ) ¶rk ((V e + DV ) + V 0 ) ö ,
J k = ( Jv , J e ) = ç k v
,
÷
¶Vv
¶V e
è
ø

(9)

where Jv is calculated at DV =0 , this is because the camera photometric variables need to be fixed
the tangent space as a part of the marginalization, which is named First Estimate Jacobian (FEJ)
(Huang et al., 2008). The calculation of J e can be performed on the current estimated value because
it is not connected to the marginalized part, as shown in Fig. 6. The windowed optimization problem
using Levenburg-Marquardt (L-M) iterations is:

H k dV = - b k ,

(10)

where Hk is Hessian matrix, H k = J Tk WJ k +l I , Jk is the Jacobian matrix, W is a weight matrix,

dV is the optimal increment, and b k = J Tk Wrk , rk is the stacked residuals. It can also be written
in a block-matrix way

é Hvv
êH
ë ev

Hv e ù édVv ù é bv ù
,
=
H ee úû êë dV e úû êë be úû

(11)

It can be easily solved using Schur complement

(Hvv - Hv e H ee-1HvT e ) dVv = bv - Hv e H ee-1 be .
"###$###%
"##$##%
!
b&v
Hvv

(12)

Whenever a new keyframe is inserted into the queue, the exposure time of the oldest keyframe is
marginalized out. The photometric prior generated by the marginalization is added to subsequent
optimization.

Fig. 6 A typical window in the joint photometric optimization.

Unlike the bundle adjustment of the visual odometry with high-precision initial estimates, the
optimization of photometric parameters is an iteration starting from a poor initial estimate. When
old variables are marginalized, the variables which are part of the marginalization term need to be
fixed in the tangent space. If the linearization point is fixed too early (such as from the beginning
of the optimization), a huge linearization error may be generated. To solve this problem, our system
directly discards the historical information in the first 50 optimizations. Therefore, the optimization
can converge to a good value, and the stable variables are marginalized in the subsequent
optimization to improve the estimation accuracy.

5. Visual Odometry
5.1 Photometric Pre-Calibration of Images
When a new image frame arrives, the visual odometry obtains the current optimized results of
the camera photometric parameters and performs photometric calibration on the image with

I '( x) :=

f -1 ( I ( x))
.
V (rx )

(13)

In order to avoid the distortion of the image after calibration, the exposure time is not included in
this process. Instead, it is compensated by the subsequent algorithm. This online approach is similar
to (Engel et al., 2018), but the difference is that the approach in Engel et al. (2018) relies on the
additional offline photometric calibration of the camera, which is not available in most datasets and
also hinders real-world applications. Throughout the entire VO in this work, otherwise stated, all
images are assumed pre-processed by this photometric calibration.
5.2 Initial Guess on Pose and Exposure Time
The initial guess of pose and exposure time of the current frame is obtained by direct image
alignment between the current frame and the previous one. Unlike DSO, the proposed HSO does
not calculate the commonly used photometric affine parameters but the exposure time. This is
because after the image is photometrically calibrated, the overall intensity between the images
conforms to a pure proportional relationship rather than a linear relationship. Meanwhile, this
approach may achieve better performance while dealing with image motion blur (see Subsection
6.2).
5.2.1 Pose and Exposure Time Estimation
In order to obtain the rigid body transformation Tk,k-1 and the ratio of the exposure time ek,k-1
between two consecutive frames, the photometric error is minimized as follows:

{T

k , k -1

, ek ,k -1} = arg min

Tk ,k -1 , ek ,k -1
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(u) ||h ,

(14)

where Âk-1 is a subset of points in the previous frame that can be projected within the current image

frame, ! ( y ) is the patch intensity at offset y relative to the patch center o, and ||·||h is the Huber norm.
All pixels in the patch are assumed to have the same inverse distance. ek,k-1 is the exposure time ratio
of two consecutive frames that are given by

ek ,k -1 =

ek ,
ek -1

(15)

Since the images have been calibrated photometrically, the change in image brightness is only
related to the exposure time when the external light source is constant. Therefore, its initial estimate
is derived from the ratio of the integral images. u' is defined as

u ' = ÕC (Rk ,k -1 ÕC-1 (u, d k-1 p ) + t k ,k -1 ) ,

(16)
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For 3D map points, inverse distance for parameterization is used in this work instead of 3D
coordinates and inverse depth. Eq. (13) is solved in an iterative Levenberg-Marquardt procedure.
The multi-scale image pyramid (we use 4 levels in total) (Bouguet, 1999) and a constant motion
model are used to improve the robustness of the direct image alignment in fast motion.

Fig. 7 Different residual patterns from the top to the bottom of the image pyramid. The lower the image pyramid
level, the larger the pattern area and the more selected pixels. In each pattern, a rectangle means a pixel.

According to real-world testing, it is found that in the iteration of the high-level pyramid, if a
larger residual pattern is used, ambiguity is likely to occur in scenes with highly similar local
textures which fail the optimization algorithm. In the iteration of the bottom pyramid, (Engel et al.,
2018) found that using large residual patterns would benefit the optimization. In summary, our
system uses dynamic residual patterns to perform the iterative process from coarse to fine (see Fig.
7).
5.2.2 Adaptive Selection of Image Alignment Methods
The original Lucas-Kanade (LK) method is one of the most common image alignment methods,
widely used in VO/vSLAM systems (Engel et al., 2018; Engel et al., 2014). Its general formula is
(Baker and Matthews, 2002):

å[I
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k

(p (u;u ( Du )) - I k -1 (u)] ,

(18)

where p denotes the parameterized set of allowed warps, u represents the estimated value and Du
is the increments. Under the original method, each iteration needs to recalculate the point gradient
value on the current frame Ik. For better efficiency, some systems (Forster et al., 2016) use the LK
method of inverse compositional image alignment (Baker and Matthews, 2002):
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Unlike the original LK, the point gradient of the inverse compositional method is calculated on Ik-1.
Since the tracking point on Ik-1 has been fixed, it only needs to compute the point gradient once in
each iteration. It can reduce the computational cost by only using the inverse compositional method,
but when the gradient quality of Ik-1 is unreliable, its optimization results may degrade. Further,
inspired by (Klose et al., 2013), we found that these two sorts of methods may have their own
strength (or applicable scenario). Here, we use the average gradient value of the entire image to
evaluate the quality of the overall texture as follows:
m
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where m is the total number of pixels in an image. In most cases, the method of inverse
compositional image alignment is used in our system for efficiency, while the original LK method
is used to improve the performance of image alignment when the gradient quality of Ik is
significantly better than Ik-1, which improves the robustness of the system in the case of image
motion blur and dramatic changes in image brightness (see Fig. 8). Please note that this strategy is
only used in this section. In other KLT-related steps, we use the inverse compositional method to
save time. After the joint optimization is complete, updated ek = eˆk ,k -1ek -1 with the current frame
exposure time.

Fig. 8 Estimation of exposure time ratio under different conditions. The x-axis represents the pixel value of the
previous frame, the y-axis represents the pixel value of the current frame, the blue point is the tracking point
successfully projected into the image domain of the current frame, and the red line is the estimated exposure ratio.
In the first row, the image becomes brighter, and the quality of the overall image gradient becomes better. In this
case, the original Lucas-Kanade method in which point gradient is calculated in the current frame should be selected
to achieve better results (the blue dots are more concentrated on the red straight lines). In the opposite case of the
second row, the inverse compositional method is more appropriate and should be selected in the system.

5.3 Feature Tracking
In order to obtain the map point observation of the current frame and build data association,
our system adopts a similar method as Forster et al. (2014) and Forster et al. (2016), that is, using
optical flow to track feature points. In this step, all map points that can be observed in the current
frame, including mature map points, immature map points (the mature points are the points that can
be observed by multiple keyframes, while for the immature points, it is a new map point that can

only be observed by its extracted keyframe), and map points temporarily generated5 to save tracking
failure, are projected into the image domain of the current frame as the initial estimation of KLT
tracking. For a 3D point pi, i∈o, o is the collection of all map points that can be observed in the
current frame, and the corresponding 2D feature-position in the current frame k is u'i. The keyframe
r that can observe the point pi with the closest observation angle with the current frame is identified
as the reference frame. Then, the 2D feature-position u'i is optimized by minimizing the photometric
error between the patch in the current image and the reference patch in the keyframe r, which is
given by
u'i = arg min
u'i
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where A is a geometry affine warping to the reference patch to overcome the deformation between
the current frame and the keyframe, ui is the pixel coordinate of the map point pi in the reference
keyframe r, and b is the average pixel value of the patch. wg is a gradient related weight (Engel et
al., 2018):

c2
wg = 2
.
c + || ÑI ||22

(22)

Because there may be considerable time and space differences between the reference keyframe and
the current frame, using the image exposure time ratio alone is not sufficient to describe the
microscopic brightness changes in pixels. Hence, we used a global-local joint photometric
description. For the global, the exposure time ratio is used to compensate for the overall brightness
change of the image, while the patch mean b is adopted to alleviate the local brightness
inconsistency (often coming from motion blur or parallax) for the local, which once again improves
the robustness of the system to the intensity change of the image (see Fig. 9).

Fig. 9 Feature tracking under two opposite image intensity changes. The first column is the reference frame, the
second column is the feature tracking result in the current frame using our method, the third column is the result of
conventional KLT, and the green and yellow points are the feature points tracked. Even if the image brightness
changes dramatically, the number of feature points tracked by our method is well maintained.

When the optimization of a point's coordinate is complete, it needs to determine whether it is
correct tracking. We use the pixel coordinate distance and consistency detection to make a joint
decision:

stotal = (sdist > thdist ) & &(sZNCC > thZNCC )

(23)

where sdist is the distance score from the initial and final coordinates, and the thdist is its threshold.
5
In some adversity circumstances, the number of tracking features is very small (e.g., <100) due to obstacles or other factors. In
this case, to avoid tracking lost, we spawn the candidate points whose probability model doesn’t converge completely in the
mapping thread into the aforementioned temporary map points directly and use them to try again for feature tracking, which will
significantly improve the robustness of the system.

Because the pixel values I(u) are essentially unrelated to the pixel coordinates u, the linear
approximation of the gradient is only met in a very small area. Therefore, if the initial and final
coordinates are too far away, this is often the wrong result. Furthermore, sZNCC comes from the
similarity measurement of a patch using Zero Mean Normalized Cross Correlation (ZNCC
(Tommasini et al., 1999)). Only when the stotal is true, the current tracking point is recognized as
correct. When the number of features successfully tracked reaches Nth (Nth = 200 in this work), the
feature tracking step is completed, and the covisibility graph (Strasdat et al., 2011) about the current
frame is built which will be used in BA in Section 5.5.
5.4 New Keyframe Decision
The way of keyframe selection can significantly affect the operation state of vSLAM/VO. Too
frequent keyframe selection produces much redundant information, resulting in a small parallax
between the keyframes of the tracking points and thus reducing the accuracy of optimization. On
the other hand, lazy keyframe selection increases the photometric and geometric deformation
between tracking points, which makes tracking harder and reduces the robustness of the system.
Most systems mainly use the front-end situation (number of feature points or optical flow) to select
the keyframe. Although the proposed HSO employs a similar strategy, it also relies on the interaction
between the keyframe selection algorithm and the back-end information. We use the convergence
time of candidates map points (the time or the number of frames that a point passes from extraction
to convergence to available map points) as a new evaluation of spawned a regular frame into a
keyframe. The inspiration of this idea is that when the depth of the extracted points on the previous
keyframe converges, a new keyframe should be needed to activate these points promptly so that
they can be used in the front-end tracking. If the keyframe is selected too early, the point may have
not been converged at that stage. On the contrary, the point may not be well observed by the current
keyframe due to the huge change in the view angle. The specific methods are as follows:
1) In general, the current frame is selected as a keyframe only when the overview feature points
of the current frame and the previous keyframe have enough optical flow and the time
between the current frame and the previous keyframe is greater than 70% median
convergence time (MCT) of the map point.
2) In special cases (for example, the number of tracking points is less than 30), the current frame
is selected as a keyframe as long as the time between the current frame and the previous
keyframe is longer than the MCT of the previous map point by 30%.

Fig. 10 The MCT and car velocity of every frame in the KITTI 07.

The MCT of map points at the current time is obtained by sorting the convergence time of all
map points on the nearby keyframe Gth (Gth = 3 in our system). Generally, this method selects as
few keyframes as possible to ensure the accuracy of the system; in special cases, the system can
quickly generate keyframes to avoid loss tracking. Further, to explore the flexibility of the MCT, we
made a real-world experiment, which is shown in Fig.10. We select the KITTI 07 as the experimental
video because it contains many velocities situations (speed up, slow down, approximately uniform
speed and stop). We record the MCT and car velocity in every frame and marked the different motion
states of the vehicle, which makes the comparison more convenient. From the result, the trend of
MCT is just the opposite of vehicle speed. As the speed increases, the MCT of each frame decreases,
and when the car stops at the junction, the MCT peaks, which means that this indicator is very
sensitive at different speeds.
5.5 Local Bundle Adjustment
The new keyframe is used for local BA together with other keyframes in the covisibility graph.
Different from Mur-Artal et al. (2015), the inverse distance parameterization of map points not only
reduces the number of parameters, but also strengthens the mutual constraint effect between
keyframes with the overview points (because in the 3D coordinate parameterization method, the
residual term is only associated with a map point and an observation keyframe, while in the inverse
depth or inverse distance method, the reference keyframe of this map point will be added into the
residual term, which strengthens the constraint between the reference keyframe and observation
keyframe implicitly), which has a strong correction ability for large drift in a short time. Compared
to DSO which uses sliding window BA and optimizes photometric residuals, our work can
effectively reuse the map to reduce the errors significantly when the constraint can be established
between new keyframes and very old keyframes. In DSO, the pattern around the center pixel is used
to compute the residual which leads to an increase in the computational burden. However, in our
work, feature correspondences have been established in the feature tracking step, and the number of
features per keyframe is usually sparse (<=200), so reprojection errors can be optimized more
effectively. This simple combination greatly improves the system performance in terms of accuracy,
robustness and efficiency. The optimization function over all frames and map points is given by

1

å å ||u p - u ' || ,
2

(24)

u'=PC (R k ,r PC-1 (u r p , d r p ) + t k ,r ),

(25)

b * = arg min
b

2

k Îk pÎÁk

with
where k represents all keyframes in the current keyframe’s covisibility graph, Ái is all the landmarks
seen by the keyframe k, up is the observation coordinate (coming from feature tracking step) in the
image domain of the landmark p in the keyframe k, and u ' is the pixel coordinates using the
reference keyframe r of the landmark p projected to the keyframe k. There is only one reference
keyframe and several observation keyframes for a landmark. The reference keyframe is defined as
the keyframe where the landmark is observed for the first time, and the observation keyframe is the
keyframe where the landmark is observed after the reference keyframe. u p and d p are the pixel
r
r
coordinates and inverse distance of landmark p on its reference keyframe r. β is the variable to be
optimized in the BA, which includes all the keyframe poses in the window and the inverse distances
of all landmarks under their reference keyframe, b = {Ti , w , d p } . Figure 11 shows the common
r

situation in a local BA.
Please note that in the process of optimization: i) The inverse distances of all points in the
optimization window are optimized; ii) Old keyframes are fixed; (iii) There are usually 8 to 10
keyframes kept in the optimization window. After this graph optimization is finished, we check all
the edges in the graph connecting a map point, its reference keyframe and the target keyframe that
can observe this map point. If the residual term of an edge is larger than the threshold bath (we use
bath =2.0), we will delete this observation in the target keyframe. For each mature map point, if too
many of its observations are deleted after the local BA, it may be unstable, and this map point will
be labeled as an outlier, which will be discarded from the global map. Since the tracking and local
BA are in the same thread, the new frames are not going to be tracked while the local BA is running,
which results in blocking. However, this blocking is moderate, mainly because our local BA is
efficient (please see subsection 6.2.D for details).

Fig. 11 Local map bundle adjustment. All landmarks p0 to p5 and keyframes k0 to k4 will be optimized in this case.
kv which is too old and km which is not included in the optimization window are defined as fixed keyframes in the
process.

5.6 Candidate Point Updating
In our system, we use the Kalman filter to update the Gaussian model of the candidate map
points (Engel et al., 2014), and the whole process is similar to Forster et al. (2014). When the inverse
distance of a candidate point converges (variance in the Gaussian model is lower than the threshold),
the point is used in motion estimation immediately. New candidate map points are extracted by the
mapping thread continuously and a rough depth estimation is carried out for these points (Forster et
al., 2014). Due to the limited number of candidate points (the number of extraction points per
keyframe is less than 200 in most cases), the distance filter not only keeps using the latest frame to
update the probability model of points, but also has enough time to track and update on the frames
older than the extracted keyframes of the candidate points. This method greatly speeds up the
convergence speed of the inverse distance of candidate points and can also alleviate the problem of
system tracking loss due to insufficient parallax in some scenes close to the pure rotation. Taking
the EuRoC dataset as an example, this approach makes the MCT shrink by 1~2 (that is, the point
convergence speed becomes faster by 1~2 frames on average). The window size of these previous
frames is shown in Fig. 12.
Every candidate point is continuously timed since it was born. When it is successfully inserted
into the map, the elapsed time (or the number of frames it spans) is given to the front end of the
visual odometry for a more appropriate keyframe selection frequency (that is, MCT) or better
coordination between algorithms.

Fig. 12 Using the older regular frames to speed up the convergence of map points. The window size is from the x_0
whose previous frame is the last keyframe k_1, to x_4 whose next frame is the current keyframe k_2.

5.7 Candidate Point Extraction
In order to select well-distributed candidate points, the following strategies are adopted in HSO:
i) To adapt to the texture-less environment, both the Fast corners (Rosten and Drummond,
2006) and canny edge points (Canny J, 1986) are extracted from a new image and the corner points
have a higher priority than the edges points in our work. The threshold gth in the extraction of
candidate points is adaptive and its selection depends on image gradient quality (to get the result
that is resistant to the noise, we calculate the image derivative by convolving the image with the
Sobel kernel (5×5), and the gth is determined by the integrated image derivative including x and y
directions).
ii) The tracking steps are as follows:
a) Firstly, we extract all potentially valid points in the new keyframe. These points
combined with the existing tracked feature points (in the feature tracking step in Section
5.3) are put into the image domain together.
b) Secondly, the image is segmented into blocks using quadtrees (Mur-Artal et al., 2015),
as shown in Fig. 13.
c) Finally, once sufficient blocks (>=Nth+100) are generated, each block is processed based
on the following conditions: 1) A block is discarded if no point in it. 2) No matter how
many newly extracted features are in a block, it is discarded as long as there is one
tracked feature (as the blue point shown in Fig. 13) already in it. This is because the
pixel distance between the tracked feature and the extracted feature tends to be very
small with a very high possibility of sharing much information. This strategy can reduce
redundant information (i.e. repeated candidate point extraction), obtaining welldistributed candidates. 3) If a block only has some extracted features, it is kept. The best
feature will be selected and put into the distance filter.
In addition, there is an implicit advantage for this algorithm: if there are sufficient tracked
features already, they should occupy most of the blocks. Therefore, the algorithm can extract points
adaptively (i.e., the more existing tracked features, the less feature extraction, and vice versa).

Fig. 13 The procedure of image segmentation in candidate point extraction. The blue points are the tracked features,
and the red points are the new extracted features. Images are segmented according to the following rules: 1) Once
the number of image blocks >= Nth +100 (Nth = 200 is the same as the parameter in the feature tracking step), it will
stop. 2) When the block number < Nth +100, each block will be equally divided into 4 sub-blocks if the number of
points in this block is greater than 1.

6. Experimental Results
In this section, the proposed HSO system is evaluated on both the visual odometry system and
photometric calibration through multiple public datasets. A laptop with Intel Core i5-6400 CPU
(2.70 GHz), 32 GB RAM was used to run all our experiments without GPU parallelization. Since
in the vSLAM systems, the loop closures can eliminate the accumulated drift dramatically, the
results cannot reflect the performance before a closed loop. Therefore, to provide a reasonable
comparison with ORB-SLAM and ORB-SLAM3, their loop closures are deactivated. Note that
HSO method keeps using the same parameters for all experiments, while for other methods (e.g.
DSO and ORB-SLAM) the feature extraction threshold is modified to ensure that enough features
can be extracted, in particular for ICL-NUIM dataset, so that the tracking does not fail. Throughout
the whole Section 6, “PC” (or “pc”) and “NPC” (or “npc”) represent a system with and without
online photometric calibration, respectively. Unless otherwise specified, the photometric calibration
method refers to the one proposed in this paper.
6.1 Public Datasets for Evaluation
We evaluate our method on three popular public datasets: EuRoC MAV, TUM Mono VO, ICLNUIM. The evaluation specifications are as follows:
A. The EuRoC MAV Dataset (Burri et al., 2016)
There are 11 sequences, a total of 19 minutes of video in EuRoC MAV Dataset, which contain
three different indoor scenes. Some sequences suffer from abrupt image intensity changes and
motion blur, and they are very challenging for monocular SLAM/VO systems. We compare HSO
with ORB-SLAM and DSO by evaluating their Root-Mean-Square Error (RMSE) after Sim(3)
alignment between the estimated keyframe poses and the ground-truth trajectory. Since this
evaluation mainly focuses on accuracy, we do not enforce real-time execution. Since here we focus
on pure vision systems, we skip the first 0 - 450 frames which were mainly collected for IMU and
visual-inertial initialization.

B. The ICL-NUIM Dataset (Handa et al., 2014)
The ICL-NUIM dataset is a synthetic dataset that contains 8 sequences, a total of 4.5 minutes
of video, in two indoor environments. Because the dataset is captured from a simulated camera, the
photometric calibration and image brightness compensation methods are not needed. The scenes in
the dataset tend to be texture deprived, which brings a huge challenge to pure VO/SLAM algorithms.
Note that we follow (Engel et al., 2018) to modify the feature extraction threshold for DSO, DSM,
ORB-SLAM and ORB-SLAM3, to ensure they can finish on this dataset, while for our HSO method
we do not need to (manually) tune any parameter thanks to its dynamic thresholding. We do
not enforce real-time execution in this dataset.
C. The TUM Mono VO Dataset
The TUM Mono VO dataset contains 50 indoor and outdoor video sequences with a total of
105 minutes. The end locations of all image sequences are near the starting point (i.e., forming a
closed-loop). All video sequences in the dataset have been calibrated by photometry, including
camera response function, vignetting and exposure time of each frame. Therefore, the original image
can be restored to the radiation image. Since this dataset does not provide the ground truth for each
image frame, it is not feasible to calculate RMSE for all frames. Similarly, we do not enforce realtime execution in this dataset.
6.2 Visual Odometry Quantitative Comparison
A. Results on EuRoC MAV Dataset
The performance of different odometry/SLAM systems on the EuRoC MAV dataset is shown
in Fig. 14 and Fig. 15. According to the overall performance shown in Fig. 15, our methods with
and without photometric calibration are both better than the other two classic systems (ORB-SLAM,
DSO). According to the performance of each video sequence described in Fig. 14, our method,
which successfully copes with the challenging sequences, is more robust than ORB-SLAM and
more accurate than DSO. At the same time, HSO has also achieved comparable performance with
the recent ORB-SLAM3 (Campos et al., 2020) and DSM (Zubizarreta et al., 2020) methods.
For simple sequences (e.g, MH01, MH02 and MH03), HSO and ORB-SLAM have achieved
better results than DSO, which is mainly owed to the following reasons:
i) Data association. Our method and ORB-SLAM can project the old map points to the current
frame and establish data association. Therefore, we can make good use of the covisibility graph to
reduce the accumulated error of the current keyframe in the BA.
ii) Camera movement. In the EuRoC dataset, the camera frequently revisits the historical
locations, which makes it possible to establish dense loop closures. In the DSO, the current
keyframes are only associated with the nearest 5-7 keyframes in the sliding window, and the
majority of keyframes are discarded, which reduces its usage of map constraints. In particular, when
there are few closed loops in the sequence, the DSO degrades fast compared with other methods.

Fig. 14 Absolute translation errors (RMSE) of every run in each sequence in meters of the EuRoC MAV dataset
after Sim(3) alignment between keyframe poses and the ground-truth trajectory. The average results of each
sequence are shown in the first row of each subfigure.

Fig. 15 Results on EuRoC MAV datasets. Each sequence of the dataset was run ten times (110 experiments in total).

In the case of highly difficult sequences, i.e., V103 and V203, our method remains to achieve
superior performance. To the best of our knowledge, the proposed HSO is the only model-based VO
(not learning-based) that can complete these two sequences with decent accuracy (DSM, DSO and
ORB-SLAM3 can also complete these two sequences, but with larger errors on V203). Specifically,
there are two main difficulties for V103: i) dramatic image intensity changes between adjacent
frames and ii) small camera rotation. Some cases are even more challenging when these two happen
simultaneously. For ORB-SLAM, although the descriptors have good robustness to image intensity
change, the feature points may no longer be well matched when the brightness change is too severe
(a significant number of over-exposure and under-exposure points). This can eventually result in
tracking failure. In contrast, DSO can successfully complete V103. However, its errors tend to be
high because: i) Only depending on the affine parameters, the original LK method may not obtain a
good initial pose estimation under the drastic change of image intensity; ii) A small camera rotation
radius leads to a lack of parallax, which makes it difficult to estimate the depth of candidate map
points, accumulating huge drift in a short time. Our method utilizes the method with an adaptive
selection of different LK and as many frames as possible for rough depth estimation of candidate
map points to speed up convergence (see Subsection 5.2 and 5.5), which allows us to obtain precise
trajectories on the sequence.

V203 is more challenging since its image intensity changes couple with a devastating image
motion blur caused by rapid rotation at some moments. This is likely to cause tracking failure of
feature point matching-based methods, e.g., ORB-SLAM. As a classical direct method, DSO is more
robust in this case, but it suffers from a huge scale drift. Although our method also produces a certain
error, it is much smaller than the DSO thanks to the use of photometric compensation.
Figure 16 gives an example of severe image motion blur in the V203 sequence. In two different
photometric compensation schemes (linear model, i.e. I k (u) = aI k -1 (u ') + b (Engel J et al., 2018;
Engel J et al., 2015) and ratio model, i.e. I k (u) = aI k -1 (u ') ), the slope a of the two straight lines is
about 1.2. When using the linear model, we find that a big intercept value (b ≈ 12) is generated.
According to the experience, such a value can only appear when a > 2 or a < 0.5. Similarly, in some
cases of this sequence, the value of b may also be a very small negative value which is also not
consistent with the experience. Such a phenomenon may be due to excessively vigorous image
motion blur, which prevents good image alignment. Because of this extreme intercept, the system
could mistakenly consider that all pixels of the current frame have become larger or smaller by a
value of |b|, which brings great disturbance to all subsequent algorithms. Since the ratio model used
by our system is forced to set b = 0, this problem is well avoided and the performance under severe
motion blur of the image is improved.

Fig. 16 Estimation results of two kinds of photometric compensation models under severe motion blur. The first is
the linear model and the second is the ratio model. In the figure, the x-axis represents the pixel value of the landmark
in the previous frame, and the y-axis represents the pixel value of the landmark in the current frame.

In general, the linear model produces a more accurate photometric description of the image
under normal circumstances, but it performs worse when the image is blurred compared to the ratio
model. There is a clearer ablation study about these two models, please see section 6.5.
Compared with the recent ORB-SLAM3 and DSM algorithms, the overall performance of HSO
is better. HSO is more robust than ORB-SLAM3, more accurate than DSM, and more efficient than
both (see the Efficiency Comparison part). Although the accuracy of the three is relatively close on
most simple video sequences, ORB-SLAM3 is lost on the V203 sequence, and when its loop closure
is disabled, it relies on system restart to complete the V103. Similar to DSO, DSM can complete the
V203 sequence with a relatively large error. Note that HSO is nearly 8 times faster than DSM on
this dataset (see the Efficiency Comparison part). Since in principle ORB-SLAM3 and DSM extend
from ORB-SLAM and DSO respectively, the previous discussions on the performance decrease are
applicable here.
B. Results on ICL-NUIM Dataset
The performance of multiple systems on the original ICL-NUIM dataset is shown in Fig. 17
and Fig. 18(a). Since this is a synthetic dataset, all photometric calibration and other measures used
to compensate for changes in image intensity are eliminated.

Fig. 17 Absolute translation errors (RMSE) of every run in each sequence in meters of the ICL-NUIM dataset after
Sim(3) alignment between keyframe poses and the ground-truth trajectory. The average results of each sequence are
shown in the first row of each subfigure.

As shown in Fig. 17, the systems using the direct method (DSO and DSM) and the hybrid
method (HSO) achieve better performance than the ORB-SLAM and ORB-SLAM3 which rely on
sparse feature extraction. This is mainly because the images of the dataset are synthesized in a weak
texture environment, and the direct method and the hybrid method tend to work better with less
texture than the feature-based method. Interestingly, the performances of ORB-SLAM and ORBSLAM3 on the O0 sequence are better than all other methods. We observe that the shooting angle
of the image is too extreme for a period on this sequence, which can bring huge interference to the
calculation of photometric error resulting in a huge drift in a short period. Since the descriptor is
more robust to the change of viewing angle, which alleviates this problem. Finally, the performances
of DSO and DSM are very similar. Since DSM has better map reuse ability than DSO, when the
trajectories contain a small loop, the DSM will be superior to DSO (e.g., O3 whose ground truth is
a circle).

(a)
(b)
Fig. 18 (a) Results on original ICL-NUIM datasets. Each sequence of the dataset was run ten times, 80 experiments
in total. (b) Results of HSO_PC (solid line), HSO_NPC (dashed line) and DSO (dotted line) in five ICL-NUIM
datasets with different intensities levels of photometric noise. Each sequence of the dataset was run five times, with
40 experiments in total.

Fig. 19 An example of the same image under 5 different noise levels in the ICL-NUIM dataset, the vignetting
becomes stronger from left to right, and the exposure time between frames changes more drastically.
TABLE I Absolute translation errors (RMSE) of each sequence in meters of the ICL-NUIM (Noise Level=3) dataset
after Sim(3) alignment between keyframe poses and the ground-truth trajectory.
L0_3

L1_3

L2_3

L3_3

O0_3

O1_3

O2_3

O3_3

DSO

0.394

0.123

0.082

1.087

0.417

0.295

0.517

0.088

HSO_PC

0.003

0.005

0.007

0.056

0.368

0.011

0.006

0.021

HSO_NPC

0.005

0.007

0.008

0.736

0.371

0.006

0.012

0.019

To further explore the impact of our photometric calibration on different systems, we added
five different levels of photometric noises to the original ICL-NUIM dataset, including vignetting
and exposure time changes, as shown in Fig. 18(b) and Fig. 19 and TABLE I. It can be seen that the
photometric calibration brings in a significant boost for our systems, and HSO has a more stable
performance than DSO without adding photometric calibration. Even for a dataset with a noise
intensity of Level-1, the performance of DSO significantly reduces compared to the original dataset.
Through observation, we found that DSO is more likely to accumulate errors when consecutive
frames produce larger image intensity changes, and vignetting is very small on a dataset with a noise
intensity of Level-1. Therefore, we speculate that the main reason for the sudden drop in DSO
performance is the change in image intensity caused by the simulated exposure time change. Due
to a ratio model and adaptive selection of formulation for direct image alignment used in our method,
HSO has a more robust performance when the image intensity changes significantly.
C. Results on TUM Mono VO Dataset
The experimental results on the TUM Mono VO dataset are shown in Fig. 20 and Fig. 21.
Overall, the performance of ORB-SLAM and ORB-SLAM3 on this dataset is inferior to the HSO
and DSO. The following reasons may be considered:
i) Data association. On this dataset, the camera moves from the starting point and eventually
returns to the starting point forming a huge closed loop, and there are few small closed loops in the
intermediate process, which makes it difficult to associate the current data with the historical data.
Therefore, the BA of ORB-SLAM and ORB-SLAM3 loses the advantage of reusing maps compared
to the one of DSO.
ii) Point management. Unlike ORB-SLAM and ORB-SLAM3, which use 3D coordinates to
parameterize map points, the parameterization methods using inverse distance and inverse depth in
our system and DSO can better cope with long-distance features. According to the actual situation
of the dataset, the camera often moves forward on the road, which will make a large number of
candidate map points extracted in the center of the image. The feature points in this part are far away
from the camera and it is difficult to get enough parallax for a long time. Once the feature matching
between the keyframes is successful in ORB-SLAM and ORB-SLAM3, these points are triangulated
and inserted into the map for tracking. At this time, the point in the center of the image will produce
a huge triangulation error (the parallax between the two keyframes is too small compared with the
depth of the point), while other methods (e.g., DSO and HSO) will improve the initialization
accuracy of the points by filtering. Compared to DSO, HSO uses more conventional frames to

observe the feature points, so as to give more observation values. The candidate map points are not
inserted into the map until the depth (or distance) converges.

Fig. 20 Results on TUM Mono VO datasets. Each sequence of the dataset was run ten times (500 experiments in
total).

Fig. 21 The alignment error of every run in each sequence of ORB-SLAM, DSO (NPC and GT PC), HSO (NPC and
PC), ORB-SLAM3 and DSM on the TUM MonoVO dataset. X-axis is the sequence number.

In the comparison between DSO and HSO, in general, the results of the four different
configurations are similar. When both of them do not perform photometric calibration, HSO_NPC
and DSO_NPC have their own advantages. We have observed that DSO has smaller errors in video
sequences with slow motion of cameras in a large-scale environment, such as sequence 19, sequence
21 and sequence 22. HSO has gained advantages in fast motion, weak texture and indoor video
sequences, such as sequence 38 and sequence 26. The reasons for the advantages of HSO have been
discussed previously. In terms of DSO, it is anticipated that the marginalization strategy in its Local
Bundle Adjustment enables it to ensure accuracy in large-scale environments. In terms of
experimental results, compared with the HSO, DSO benefits from integrating the photometric
calibration. This is because the strength of the hybrid method's photometric calibration mainly
comes from the front end using photometric error. In the BA stage, because of using reprojection
errors, no gain can be obtained. Direct method, therefore, can enjoy the benefits of photometric
calibration in both the front and back ends.
To our surprise, DSM's performance on this dataset is not satisfactory, especially in a large-

scale environment. Based on our observations, we find that the local map selection of DSM is not
suitable for this dataset, which excessively wants to add the old keyframes into the local map to kill
accumulated drift and ignores the visibility of old map points in the newest keyframe. Admittedly,
this method is suitable for indoor small-scale scenes such as EuRoC MAV and ICL-NUIM, but
sometimes the system is destroyed instantaneously on this dataset when an inappropriate old
keyframe is added to the local map.
D. Efficiency Comparison
Considering the fact that most of today’s UAVs, UGVs and intelligent robots are being
equipped with high-performance onboard computers, to make a meaningful comparison in terms of
computing power and facilitate researchers to get an intuitive evaluation, we use a more powerful
computer (Intel Core i7-11800H CPU at 2.3GHz, with 32 GB of RAM) as the experiment platform
here. The time consumptions of the systems on EuRoC MAV dataset are shown in TABLE II. Since
the DSO and DSM are sequential structures, it is not very reasonable to forcibly separate them into
tracking and mapping threads to evaluate efficiency. Therefore, we introduce the processing time to
get a thorough evaluation. For paralleled systems, the processing time is equal to the tracking time,
while for a linear operation system, the processing time is approximately the sum of tracking and
mapping time. In general, the average time consumption of HSO is the least. It uses the front-end
of a direct method (direct image alignment) to obtain the initial estimation to avoid the extraction
of descriptors. The ultra-sparse map points (less than 200 in each frame) enable the backend of the
sparse hybrid method (including mapping and BA) to obtain high efficiency. The running time of
the main components of HSO in EuRoC MAV dataset is shown in TABLE III.
TABLE II Different average time-consuming statistics (millisecond) for in the EuRoC MAV dataset. The maximum
value is shown in red and the minimum value is shown in blue.
ORB-SLAM

ORB-SLAM3

DSO

DSM

HSO

Tracking

18.903±5.393

17.076±9.900

9.388±15.944

4.224±1.284

12.355±9.444

Mapping

166.886±121.255

202.824±170.612

21.791±29.070

96.433±271.509

2.241±2.005

Processing

18.903±5.393

17.076±9.900

32.090±36.336

99.769±269.481

12.355±9.444

TABLE III Running Time (millisecond) of Main Operations of HSO on EuRoC MAV Dataset.
Thread

Operation

Mean time ± Standard deviation

Photometric calibration

Joint optimization

409.086±242.775

Photometric Pre-Calibration

1.833±0.318

Initial Guess Acquisition

2.813±0.837

Tracking

Mapping

Feature Tracking

3.037±1.092

Local Bundle Adjustment

22.718±8.573

Distance-filter

1.569±0.840

New Candidates Extraction

3.978±1.044

Considering the accuracy and robustness performance of each system on different datasets, we
believe that HSO has the highest efficiency while achieving at least comparable (better in most
scenarios) performance with respect to the existing state-of-the-art methods.

6.3 Quantitative Comparison of Photometric Calibration
A.

Accuracy

The experimental results of (Bergmann et al., 2018) and our photometric calibration method
on the TUM MonoVO dataset are shown in Fig. 22, and all experimental results are scaled to ensure
that they can be compared with ground truth. In this experiment, for camera response function and
vignette, we use the average curve distance to measure the error:

ErrCRF :=
ErrV :=

å || f

gt

( x) - !f ( x) ||
256

å || V

gt

(r ) - V! (r ) ||
101

, x Î [0, 255],

, r Î [0,1],

(26)

(27)

where the step length of the sample point in (26) and (27) are 1.0 and 0.01, respectively, and for
exposure ratio, we use
n
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where n is the number of images in the sequence.

Fig. 22 Response function, vignetting and exposure time ratio (et / et-1) estimation on TUM MonoVO dataset. Each
sequence of the dataset was run five times, 250 experiments in each subfigure.

The analysis from the experimental results is as follows:
i) Both methods have achieved accurate results on the response function, which is related to
the initialization of the response function of the two methods. The initial guess of the response
function selected by the two methods is close to the ground truth at a certain scale. If the selected
initialization value is not in the normal range, it may cause severe distortion of the image so that the
feature points cannot be extracted and tracked successfully and the vSLAM/VO system is likely to
fail.
ii) For vignetting, our estimate outperforms the work of Bergmann et al. (2018), and all the
vignetting estimation functions do not have inflexion points (that is, all results are close to
monotonically decreasing). The potential reasons are:
Ø More accurate data association. Due to the addition of 3D information, the feature tracking
accuracy of 3D-2D is better than pure 2D tracking.
Ø More robust feature point tracking. It allows the same map point to be observed under a
larger viewing angle, which increases the time that the feature point is observed, and

Ø
Ø

ensures that the feature point can slowly move from the corner of the image to the center
(or the opposite direction).
The windowed optimization can effectively use historical data to improve optimization
accuracy.
The regularization step effectively guarantees the monotonically decreasing of the
vignetting function.

iii) Our method provides a better exposure time ratio for the above reasons similar to the
vignetting. The ratio factor calculated by our VO system at the front end also provides a good initial
estimate of the exposure time for photometric calibration.
The results of the photometric calibration experiment on the ICL-NUIM dataset are shown in
Fig. 23. We used a dataset containing 5 levels of photometric noise with artificial addition, and
vignetting error in the whole image domain was used as the evaluation criterion, which is defined
as

ErrV :=|| Vgt (r ) - V! (r ) ||, r Î[0,1].

(29)

The point of r = 0 is at the center of the image, and r = 1 is at the corner of the image. It can be
seen from the results that our error is smaller than (Bergmann et al., 2018). The main reason has
been explained above. Note that the error in the center of the image is often smaller than the one
in the image corner and image edge, which may be due to the difference in the number of sampling
points and the length of the survival time of the sampling points.

Fig. 23 The vignetting error of our photometric calibration method (top row) and the one of Bergmann et al. (2018)
(bottom row) on the ICL-NUIM datasets with five levels of noise intensity.

When the system is running, even if the feature extraction algorithm consciously makes the
extracted features evenly distributed in the image domain, the number of features in the center of
the image is still more than the one in the edge of the image in most cases. These feature points
have better quality, and they are easier to be tracked for a long time and their positions move slowly
from the image center to the corner. During this process, these feature points can fully experience
different vignetting factors at different positions, thereby guiding optimization. Unfortunately, the
number of those feature points extracted at the edge of the image are small and may be quickly
moved out of the field of view as the camera moves, which causes them not to experience too many
changes in the vignetting factor and have enough sampling points in the image edge for
optimization. Therefore, determining how to improve the accuracy of vignetting estimation at the
edge and corner of the image is a critical issue in our future work.
B.

Integration into VO

The part evaluates how the proposed photometric calibration improves VO/vSLAM. For the

sake of fairness, we chose the third-party VO system DSO as the carrier, i.e., providing our
photometric calibration results and the ones in (Bergmann et al., 2018) to DSO. The performances
of DSO with different configurations on the three datasets are given in Fig. 24. Please note that for
the ICL-NUIM dataset we chose a noise level of 3. In general, the performances of the three
configurations (no photometric calibration, the method in (Bergmann et al., 2018) and our
photometric calibration method) increase progressively.

Fig. 24 The results of DSO using three different photometric calibration configurations on three datasets.

In the ICL-NUIM data set (Noise Level = 3), the gap between the three configurations is
distinct. In the absence of photometric calibration, the performance of DSO is inferior, and it has
been greatly improved after integrating the photometric calibration. In the TUM MonoVO dataset,
the gap between the three has become smaller due to the nature of the dataset. Compared with ICLNUIM-3, TUM MonoVO has less vignetting and changes of exposure time, so the improvement is
marginal. The results on the EuRoC dataset seem to be different from the other two. The nonphotometric calibration configuration is the most accurate in the low error range (RMSE<0.2).
Using photometric calibration in this error range reduces the performance of VO. In the stage of
large error, we and (Bergmann et al., 2018) both improved the performance of VO. Taking V103
as an example, after using our photometric calibration, the RMSE of DSO dropped from 0.93 to
0.13.
From this experiment, it can be seen that the more accurate the photometric subsystem is, the
more improvement it can bring to the VO system. However, in a few cases, the photometric
calibration may bring a negative impact to VO, for example, in the field of EuRoC dataset
RMSE<0.2, DSO_NPC is superior to other configurations with photometric calibration. At this
time, you can consider turning off the photometric calibration or only partially calibrating the
system (see below). At the same time, comparing HSO_PC and HSO_NPC, DSO_PC and
DSO_NPC in the three datasets, the photometric calibration does seem to give more improvement
to the direct method than the hybrid method. Here we further verify our previous point of view,
that is, after integrating the photometric calibration, the direct method benefits more than the hybrid

method.
6.4 Parameter Studies
A. Photometric calibration
In this part, we explore the influence of different photometric parameters on the performance
of the system on different datasets before and after calibration. For clarity, the carrier of
photometric calibration is DSO solely. For ICL-NUIM dataset, we use the version with manually
added photometric noise intensity at level 3. All results are shown in Fig. 25, where R represents
calibration of the response function, R+V represents calibration of the response function and
vignetting, and R+T represents calibration of response function and exposure time.

Fig. 25 Photometric calibration. Errors on the TUM-mono VO, ICL-NUIM (Noise Level = 3) and EuRoC dataset,
when incrementally disabling photometric calibration.

After adding the full-photometric calibration (R+V+T), the performance of DSO is
significantly improved on the three datasets. However, even if the variables being calibrated are
the same, the results obtained are significantly different. There are 250 groups of experimental
results on the TUM Mono VO dataset shown in Fig. 25(a). Generally speaking, the experimental
results of R+V are better than the R+T and the result of R is better than the non-photometric
calibration. When the alignment error is less than 2, the result with full-photometric calibration
achieves the best performance; While the alignment error is greater than 3.2, R+V achieves the
best performance. On the ICL-NUIM dataset, the experimental results shown in Fig. 25(b) are
consistent with the expected ones, that is, the performance of the system has been improved with
each incremental addition of new calibration parameters except R. As for the EuRoC dataset, the
R+T configuration obtained the best performance (see Fig. 25(c)). The performance of R and R+V
is decreased compared to the result with no calibration, which may be caused by the large
estimation error of R and V. Due to the calibration error from V, the performance of the full
photometric calibration is not as good as the R+T.
According to the results shown in Fig. 25 and corresponding data analysis, R+V and full
calibration are the most competitive candidates on the TUM Mono VO dataset, while full
calibration is the best one on the ICL-NUIM dataset (noise level 3) and R+T is the best one on the
EuRoC dataset. Therefore, it is impossible for us to find the one from R+V, R+T and full calibration

to perform best in all datasets. We guess that the reason for different datasets with different results
is related to the characteristics of the datasets themselves. On datasets with small changes in
exposure time, the effect of exposure time calibrating is usually small (due to estimation errors,
even negative effects may occur); for the same reason, in the dataset where the exposure time is
the dominant factor, the vignetting calibration may not necessarily be improved. Therefore, in the
case of a given camera or running scene, when the vignetting of the camera is known to be small
and the lighting of the working environment is stable, we can only perform the calibration of the
exposure time or the camera vignetting instead of full calibration, so as to avoid estimation errors
and save computing resources.
B. Noise
In this part, different noises are added to the original EuRoC MAVdataset in order to explore
the effect of geometric error and photometric error on the HSO, DSO and ORB-SLAM.
Geometric Noise. By adding a disturbance factor (k, k∈[0.95, 1]) to the intrinsic parameters
of the camera to simulate the wrong camera calibration, the projection of the map points by the
wrong intrinsic parameters will bring huge geometric errors. According to the experimental results
shown in Fig. 26, ORB-SLAM unsurprisingly achieved the most robust results. When the
disturbance factor is enlarged, the performance of ORB-SLAM declines slowest, which is due to
the high robustness of the matching of descriptors to geometric errors. The optimization of
photometric error depends on the image gradient and its linearization is often only meted in a very
small field, so this approximation is no longer met when the projection point is too far from the
true position. Although our method also calculates the reprojection error, the acquisition of initial
estimates depends on the optimization of photometric errors, which makes the hybrid method less
robust to geometric errors.
Photometric noise. Photometric noise comes from adding a Gaussian blur with a convolution
kernel radius r to each pixel of each image in the dataset. The value of r for each pixel in the same
image is random, r Î [0, s m ] . We modified the maximum value of r and conducted a total of 11
experiments. As shown in Fig. 26, our system is the most robust compared to the other two methods.
When the maximum radius increases, the accuracy of our system decreases the slowest.

Fig. 26 Geometric noise (top row) and photometric noise (bottom row). In terms of geometric noise, erroneous
camera calibration is simulated by giving a disturbance factor to the intrinsic parameters of the camera, resulting in
larger projection errors, compared to other methods, the feature-based method achieves the most robust results. In
terms of photometric noise, by applying the effect of high-frequency non-isotropic blur to the image to simulate the

actual photometric noise, our method is very robust.

According to the results shown in Fig. 26 and corresponding data analysis, our method exhibits
better robustness to photometric noise than geometric noise. Since the initial guess of various
parameters of the system is derived from the optimization of photometric errors, the hybrid method
shows that the noise properties are closer to the direct method.
6.5 Ablation Studies
In this section, we further explore the impact of different algorithm modules on the system
including: i) the dynamic residual pattern in image alignment; ii) adaptive selection of image
alignment methods; iii) the difference between ratio model and linear model to compensate the
image intensity change; iv) inclusion of the mean pixel values of the patch in feature tracking step;
v) inclusion of the canny edge points in the system; vi) inclusion of the MCT in keyframe selection;
vii) inclusion of the exposure time ratio in feature tracking step. Since all the items above are only
related to the VO end, we deactivate the photometric calibration module in HSO in all experiments,
and the dataset used in these experiments is fixed on EuRoC MAV.

Fig. 27 Residual pattern experiments. The configuration of the dynamic is the same as Fig. 7.

Residual pattern: Figure 27 give the results of the dynamic pattern and the 5 sorts of fixed pattern
in the image alignment algorithm. Overall, the dynamic pattern gets better performances in most
runs, while the performance of pattern-5 is the most robust (getting the best performance in RMSE >
0.3), which means that large area and multi-pixel pattern may be good for the robustness of the
system.

Fig. 28 (a) Different image alignment method experiments; (b) Two types of methods to cope with image intensity
change, and the ratio model is the default configuration of HSO; (c) The experiment result after the edge points are
excluded from the system; (d) The experiment results of HSO with (default configuration) and without patch mean
value in feature tracking.

Image alignment method: Figure 28 (a) shows the experiment results of image alignment methods.
In general, the adaptive method achieves the best results in most cases. However, in the large error
area (RMSE>0.2, coming from the results of V203), it seems that the inverse compositional method
outperforms the adaptive selection method slightly. We speculate that our gradient quality evaluation
method may not be reliable under extreme motion blur situations, which makes the algorithm select
an inappropriate image alignment model.
Ratio model and linear model: Figure 28 (b) depicts the experiment results of the ratio model and
linear model. In the small error area (before the green dotted line), the linear model is slightly better
than the ratio model, which is as expected. Because in the normal situation, the linear model can
give a more accurate image intensity description. However, the performance of the ratio model is
more robust than the linear model in the remaining results, especially, in difficult situations
(including motion blur and abrupt image intensity change), which is the main purpose of using the
ratio model.
Inclusion of the canny edge points: As shown in Fig. 28 (c), in easy sequences, when we no longer
extract edge points, the performance of the system does not seem to decline, but in a difficult
situation, the edge points boost the performance of the system. The main reason is that the difficult
sequences often contain motion blur, under- and over-exposure in an image, which reduces the
number of corners in the image, and in these cases, edge points as a supplementary method ensure
that the system has sufficient features to track.
Patch mean value: As shown in Fig. 28 (d), compared to other experiments, the system is more
sensitive to the patch mean value in the feature tracking step. When it is deleted from the algorithm,
the performance of HSO decreased in both easy and difficult sequences. The main reason is that the
patch mean value provides a detailed description of the pixel value. When it is deactivated, the

system is more vulnerable to changes in local image intensity which are very commonly seen in
every sequence.

Fig. 29 Median Convergence Time. The left is the accuracy performance of the HSO with two configurations, and
the right is the number of keyframes in different sequences of the HSO with the two configurations in the EuRoC
MAV dataset.

Median convergence time: As shown in Fig. 29, in terms of overall performances, HSO in default
configuration is better than HSO without MCT, that is, the addition of MCT improves the accuracy
and robustness of the system. In addition, since the MCT is also a keyframe-related variable, we
also record the keyframe number in 11 sequences with two configurations. Interestingly, from MH01
to V202, the MCT help the system reduce the keyframe number, which: i) improves the accuracy of
the system; ii) reduces the unnecessary keyframes and redundant information; iii) reduces the
additional algorithm burden (e.g., local BA) because of fewer keyframes, and increase the efficiency
of the system. However, in V203, the MCT urges the system to select more keyframes (the black
dot is higher than the red one in V203), which boosts the robustness of the system. The reason for
this phenomenon is that in a normal situation (from MH01 to V202), the algorithm (MCT added)
considers that the robustness of the system is not challenged, so the number of keyframes is reduced
to ensure accuracy, and vice versa. Please note that, when the MCT is removed, the keyframe
selection of HSO only depends on optical flow.

Fig. 30 The experiment result of HSO with and without exposure time (et) ratio in the feature tracking step. The
default configuration of HSO is with exposure time.

Inclusion of the exposure time ratio: As shown in Fig. 30, when the system removes the exposure
time ratio, the system only relies on the local photometric description (patch mean value) to resist
the change of image intensity (including local and global) in the feature tracking step, and the

performance decrease considerably. Combined with the above experimental results (patch mean
value), we can say that the global-local joint photometric description would be better than any single
description.
6.6 Reconstruction
Figure 31 shows the reconstruction results of HSO in different environments, including scenes
with exposure changes, motion blur and corridors. All results do not require any parameter
modification.

Fig. 31 Qualitative examples. The first row is the V103 and V203 sequences in the EuRoC MAV dataset, and the
second row is sequence_26 in the TUM Mono VO dataset. All the examples include not only the results of the map
construction, but also the tracking status during the VO running.

7. Conclusions
In this paper, a novel hybrid sparse monocular VO system, named HSO, is introduced. Its direct
image alignment is designed to be adaptive to the image gradient information, providing a stable
and reliable initial estimation. Since a local-global joint photometric description is integrated into
its KLT tracking, the irregular image intensity changes which significantly impact the robustness of
pose tracking are dramatically mitigated. In the case of extreme image intensity changes and motion
blur, the pure ratio model of photometric calibration achieves a more robust performance than the
conventional linear model. A novel keyframe selection mechanism is also introduced by considering

the convergence speed of candidate points. One of our main contributions is that the online
photometric calibration method is fully integrated with the VO/vSLAM system, enabling them to
cope with various photometric interferences. The obtained photometric parameter estimates can also
be applied to other visual algorithms that relied on photometric consistency assumptions.
We evaluated the proposed system in three public datasets. Overall, our system is superior to
the existing state-of-the-art monocular feature-based method and direct method in terms of
efficiency, accuracy and robustness. The system can conquer some very knotty situations for
existing methods, such as V103 and V203 in the EuRoC MAV dataset. Similarly, in terms of
photometric calibration, the accuracy of the camera photometric parameter estimates we obtained
is also superior to the existing online photometric calibration system.
In future work, we will focus on extending this HSO system to a camera with a larger field of
view (such as fisheye) and integrate the motion prior to the system to obtain absolute scale and
improve the system's performance under fast motion.

References
Baker S and Matthews I (2002) Lucas-Kanade 20 years on: a unifying framework: Part 1.
International Journal of Computer Vision (ICCV) 56(3): 221–255.
Bay H, Ess A, Tuytelaars T and Van Gool L (2008) Speeded-up robust features (surf). Computer
Vision and Image Understanding 110(3): 346–359.
Bergmann P, Wang R and Cremers D (2018) Online photometric calibration of auto exposure video
for realtime visual odometry and SLAM. IEEE Robotics and Automation Letters 3(2): 627-634.
Bouguet JY (1999) Pyramidal implementation of the lucas kanade feature tracker: description of the
algorithm. Intel Corporation, Microprocessor Research Labs, OpenCV Documents.
Burri M, Nikolic J, Gohl P, Schneider T, Rehder J, Omari S, Achtelik MW and Siegwart R (2016)
The EuRoC micro aerial vehicle datasets. The International Journal of Robotics Research 35(10):
1157-1163.
Campos C, Elvira R, Rodr´ıguez J, Montiel J and Tardós J (2020) ORB-SLAM3: An accurate opensource library for visual, visual-inertial and multi-map SLAM. arXiv preprint arXiv:2007.11898.
Canny J (1986) A computational approach to edge detection. IEEE Transactions Pattern Analysis
Machine Intelligence 8(6): 679-698.
Civera J, Davison AJ and MartÍnez Montiel JM (2008) Inverse depth parametrization for monocular
SLAM. IEEE Transactions on Robotics, 24(5): 932–945.
Debevec PE and Malik J (1997) Recovering high dynamic range radiance maps from photographs.
In: Proceedings of ACM Siggraph, pp. 369–378.
Engel J, Sturm J and Cremers D (2013) Semi-dense visual odometry for a monocular camera. In:
IEEE International Conference on Computer Vision (ICCV), pp. 1449–1456.
Engel J, Schöps T and Cremers D (2014) LSD-SLAM: Large-scale direct monocular SLAM. In:
European Conference on Computer Vision (ECCV), pp. 834-849.
Engel J, Stueckler J and Cremers D (2015) Large-scale direct SLAM with stereo cameras. In:
IEEE/RSJ International conference on intelligent robots and systems (IROS), pp.1935-1942.
Engel J, Usenko V and Cremers D (2016) A photometrically calibrated benchmark for monocular

visual odometry. arXiv preprint arXiv:1607.02555.
Engel J, Koltun V and Cremers D (2018) Direct sparse odometry. IEEE Transactions on Pattern
Analysis and Machine Intelligence 40(3): 611–625.
Forster C, Pizzoli M and Scaramuzza D (2014) SVO: Fast semi-direct monocular visual odometry.
In: IEEE International conference on robotics and automation (ICRA), pp. 15–22.
Forster C, Zhang Z, Gassner M, Werlberger M and Scaramuzza D (2016) SVO: Semi-direct visual
odometry for monocular and multicamera systems. IEEE Transactions on Robotics, 33(2): 249265.
Geiger A, Ziegler J and Stiller C (2011) Stereoscan: Dense 3d reconstruction in real-time. In: IEEE
Intelligent Vehicles Symposium, pp. 963-968.
Goldman DB and Chen JH (2005) Vignette and exposure calibration and compensation. In: IEEE
International Conference on Computer Vision (ICCV), pp. 899–906.
Gomez-Ojeda R, Briales J and Gonzalez-Jimenez J (2016) Pl-svo: Semi-direct monocular visual
odometry by combining points and line segments. In: IEEE/RSJ International conference on
intelligent robots and systems (IROS), pp. 4211–4216.
Grossberg MD and Nayar SK (2003) What is the space of camera response functions? In: IEEE
Conference on Computer Vision and Pattern Recognition (CVPR).
Handa A, Whelan T, McDonald J and Davison A (2014) A benchmark for RGB-D visual odometry,
3D reconstruction and SLAM. In: IEEE International Conference on Robotics and Automation
(ICRA), pp.1524-1531.
Horn BKP and Brooks MJ (1989) Shape from Shading. MIT Press.
Hu L, Sun L, Wang Y, Yue K, Li Z and Yan Z (2020) Online photometric calibration of optical flow
visual-inertial SLAM system. In: 12th International Conference on Communication Software and
Networks, pp. 13-17.
Huang GP, Mourikis AI and Roumeliotis SI (2008) A first-estimates Jacobian EKF for improving
SLAM consistency. In: International Symposium on Experimental Robotics (ISER), pp. 373-382.
Jin H, Favaro P and Soatto S (2003) A semi-direct approach to structure from motion. The Visual
Computer 19(6):377– 394.
Kim P, Lee H and Kim HJ (2019) Autonomous flight with robust visual odometry under dynamic
lighting conditions. Autonomous Robots, 43(6): 1605–1622.
Kim SJ and Pollefeys M (2008) Robustradiometric calibration vignetting correction. IEEE
Transactions Pattern Analysis Machine Intelligence 30(4): 562-576.
Kim SK, Gallup D, Frahm J and Pollefeys M (2010) Joint radiometric calibration and feature
tracking for an adaptive stereo system. Computer Vision and Image Understanding 114(5): pp.
574-582.
Klein G and Murray D (2007) Parallel tracking and mapping for small AR workspaces. In: IEEE
and ACM International Symposium on Mixed and Augmented Reality (ISMAR), pp. 225–234.
Klose S, Heise P and Knoll A (2013) Efficient aompositional approaches for real-time robust direct
visual odometry from RGB-D data. In: IEEE/RSJ International Conference on Intelligent Robots
and Systems (IROS), pp. 1100-1106.
Krombach N, Droeschel D and Behnke S (2016) Combining feature-based and direct methods for
semi-dense real-time stereo visual odometry, In: 14th International Conference on Intelligent

Autonomous Systems (IAS), Shanghai, China.
Lee S and Civera J (2019) Loosely-Coupled Semi-Direct Monocular SLAM, IEEE Robotics and
Automation Letters, 4(2): pp. 399-406.
Li H, Yao J, Bazin J, Lu X, Xing Y and Liu K (2018) A monocular SLAM system leveraging
structural regularity in manhattan world. In: IEEE International Conference on Robotics and
Automation (ICRA), pp. 2518-2525.
Liu Q, Wang Z and Wang H (2020) Optical flow monocular visual-inertial odometry with online
photometric calibration. Journal of Physics: Conference Series, 1828(1).
Luo H, Pape C and Reithmeier E (2021) Hybrid monocular SLAM using double window
optimization. IEEE Robotics and Automation Letters, 6(3): 4899-4906.
Mann S and Picard R (1995) On being ’undigital’ with digital cameras: extending dynamic range
by combining differently exposed pictures. In: Proceedings of IS&T 46th Annual Conference, pp.
422–428.
Mitsunaga T and Nayar SK (1999) Radiometric self calibration. In: Proceedings of the conference
of computer vision and pattern recognition (CVPR), pp. 374–380.
Mur-Artal R, Montiel J and Tardos J (2015) ORB-SLAM: a versatile and accurate monocular SLAM
system. IEEE Transactions on Robotics 31(5): 1147–1163.
Newcombe RA, Lovegrove SJ and Davison AJ (2011) Dtam: Dense tracking and mapping in realtime. In: IEEE International conference on computer vision (ICCV), pp. 2320–2327.
Pire T, Fischer T, Civera J De Crist´oforis P and Berlles JJ (2015) Stereo parallel tracking and
mapping for robot localization. In: IEEE/RSJ International conference on intelligent robots and
systems (IROS), pp. 1373–1378.
Quenzel J, Horn J, Houben S and Behnke S (2018) Keyframe-based Photometric Online Calibration
and Color Correction. In: IEEE/RSJ International conference on intelligent robots and systems
(IROS), pp. 1-8.
Rosten E and Drummond T (2006) Machine learning for high-speed corner detection. In: European
Conference on Computer Vision (ECCV), pp. 430-443.
Rublee E, Rabaud V, Konolige K and Bradski G (2011) Orb: An efficient alternative to sift or surf.
In: IEEE International Conference on Computer Vision (ICCV), pp. 2564–2571.
Strasdat H, Davison AJ, Montiel JMM and Konolige K (2011) Double window optimisation for
constant time visual SLAM. In: IEEE International Conference on Computer Vision (ICCV), pp.
2352–235.
Tommasini T, Fusiello A, Trucco E and Roberto V (1999) Improving feature tracking with robust
statistics. Pattern Analysis and Applications 2: 312-320.
Triggs B, McLauchlan PF, Hartley RI and Fitzgibbon AW (2000) Bundle adjustment: a modern
synthesis. In: Vision Algorithms: Theory and Practice, pp. 298–372.
Yang N, Wang R, Gao X and Cremers D (2018) Challenges in monocular visual odometry:
photometric calibration, motion bias and rolling shutter effect. IEEE Robotics and Automation
Letters 3(4): 2878-2885.
Younes G, Asmar D and Zelek J (2019) A unified formulation for visual odometry. In: IEEE/RSJ
International conference on intelligent robots and systems (IROS), pp. 6237-6244.
Zubizarreta J, Aguinaga I and Montiel JMM (2020) Direct sparse mapping. IEEE Transactions on

Robotics 36(4): 1363-1370.

