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ABSTRACT
Sight-Impaired People (SIP) need assistance with food packaging which can contain safety-critical information. Therefore, Textual
Visual Question Answering (VQA) could prove critical in increasing
the independence of SIP [26, 35], yet has only seen recent attention.
For instance, comprehending text within an image is necessary
to determine: what type of soup is in a can, how long to cook a
microwave meal, when a box of eggs will expire, and whether a
meal contains an ingredient they are allergic to. This handful of
examples relate to a kitchen setting — a particularly challenging
area for SIP. We extended the existing Aye-saac voice assistant
prototype with this task and setting in mind. We developed textual
VQA components to accurately understand what a user is asking,
extract relevant text from images in an intelligent manner, and to
provide Natural Language answers that build upon the context of
previous questions. As our system is created to be assistive, we
designed it with a particular focus on privacy, transparency, and
controllability. These are vital objectives that existing systems do
not cover. We found that our system outperformed other VQA
systems on real food packaging questions asked by SIP from the
VizWiz dataset [19].

CCS CONCEPTS
• Human-centered computing → Natural language interfaces;
Accessibility technologies; Accessibility systems and tools;
Human computer interaction (HCI); Interaction devices; Soundbased input / output; Graphics input devices.
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1

INTRODUCTION

The development of everyday life skills is of critical importance for
SIP, especially for younger generations [34]. Learning cooking skills
in particular can have a positive impact on the overall confidence
and self-sufficiency [34] of the 285 million SIP globally, of whom
approximately 2 million live in the UK [28, 39].
An increasing number of mobile applications and virtual assistants aim to support the daily routines of SIP. Existing applications
like Prizmo and OrCam MyEye provide textual, facial, and object
recognition. Human-in-the-loop systems such as VizWiz [3] and
Be My Eyes allow SIP to upload videos and images and ask sighted
volunteers questions. Microsoft Seeing AI provides features such as
text-to-speech, product recognition (using its barcode), and facial
recognition, however it does not support question answering. In
fact, there is no widely available end-to-end (E2E) VQA assistant
that can handle textual questions like “When does this expire?” [12].
This apparent lack of functionality serves as motivation to explore
the possibility of assisting SIP by combining computer vision technology with an intelligent conversational agent. Such an approach
is appealing since questions from SIP relating to images tend to be
both task-oriented and conversational in nature [19].
Aye-saac 1 is an open source conversational assistant able to
perform VQA tasks such as position, object and colour detection
thanks to previous work. This work details our first steps towards
giving Aye-saac the capability of understanding and intelligently
answering textual VQA questions with the goal of assisting SIP
within the context of the kitchen.
1 https://github.com/Aye-saac/aye-saac
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We begin by reviewing existing services and systems designed
for SIP to ascertain information relating to images. We discuss
VQA and the emerging field of Scene Text VQA (ST-VQA) and their
applicability for SIP assistants. We then explore the extraction of
information from food packaging within the context of a conversational agent, focusing on the feasibility and ethical aspects involved
with understanding natural language utterances, generating natural language responses, and identifying important textual food
packaging information (ingredients, allergens, expiration dates and
nutrition information) in images from the VizWiz Dataset [19].
Finally, we detail the evaluation of our system’s individual components as well as the system in its entirety, comparing it against
humans and against a popular publicly available VQA system.

2

LITERATURE REVIEW

People with visual impairments typically have difficulty distinguishing between products, like jars of spices [12], without additional
assistance. As a result, preparing food is a significant challenge for
SIP [21]. Accessibility features have been considered by companies
which design and sell kitchen appliances [21]. Organisations such
as the Royal National Institute of Blind People (RNIB) and Sight
Scotland help support those who are visually-impaired by offering
accessible kitchen appliances and kitchen layout advice [31, 34].
Using conversational assistants as an interface between users and
VQA or ST-VQA models to help with tasks such as meal preparation
could drastically improve the autonomy of SIP within their own
homes. However, safety and ethical considerations must constitute
the highest priorities due to the severity of risks, as one incorrect
response to a query about e.g. a nut allergy could directly lead to a
potentially fatal outcome.

2.1

Existing assistants

There is an increasing prevalence of solutions and virtual assistants
to help SIP to be more independent [38]; with popular solutions
including Prizmo, Be My Eyes, Microsoft Seeing AI, VizWiz, and
OrCam MyEye. Table 1 shows the differences them.
Be My Eyes and VizWiz [3] are human-in-the-loop systems,
as they connect SIP with sighted-volunteers for assistance. While
they both use sighted-volunteers, Be My Eyes connects SIP with
volunteers over a video call, whereas VizWiz requires SIP to send a
image with their query and wait for a response. Human-in-the-loop
systems benefit from a human operator providing intelligence and
personalising the interaction. However, humans could also make
errors and poor choices, hinder the process, become distracted, and
fail to take action when needed [11]. Privacy is also a critical issue
here, as the user may send images containing sensitive information,
e.g. medication bottles, to the operator.
Alternatively, E2E systems are based on powerful models which
oftentimes train predictors or solve problems based on previously
observed data [15]. Therefore, E2E systems typically require vast
datasets. While such deep-learned models for the most part achieve
state-of-the-art performance, they can prove troublesome to improve or modify, and they can be difficult to reliably evaluate [32].
This lack of transparency and controllability is of particular importance when developing assistive technology as it is often impossible
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to provide reason for system behaviour [33]. Prizmo, OrCam MyEye, and Microsoft Seeing AI are examples of E2E systems, assisting
users using models trained on human-annotated datasets. Prizmo
can help with scanning documents and recognizing, reading and
editing them in 28 different languages. Microsoft Seeing AI can read
text detected through the camera of a mobile device and directly
through the images of documents. It can also assist SIP in product
recognition by scanning barcodes. The OrCam MyEye is a small
device which attaches to a pair of glasses to read text and recognise
objects and faces. Combining hardware and software provides an
all-in-one device, minimising system integration by the user.
Although the benefits of these various solutions are obvious,
they are not without their limitations. Be My Eyes and VizWiz are
human-dependent, which introduces privacy concerns for SIP and
this dependence on human actors incurs delays in responses that
are comparatively negligible in E2E systems. Moreover, Prizmo
lacks a SIP-accessible user-interface and does not have any VQA
functionality. The OrCam MyEye is an expensive virtual assistant
to detect objects and extract information from text, but it cannot
answer or ask follow-up questions regarding previously provided
information, such as the ingredients or expiration date of a product.
In addition, assistants such as Prizmo, OrCam MyEye, and Microsoft Seeing AI are limited to OCR-to-speech technology. These
do not provide an adequate user-experience and are frustrating to
use [12]. Although an answer is ultimately provided, unintelligently
listing every word in an image is insufficient. Questions like “Is this
safe to eat?” need context to provide an acceptable answer; in this
case, what the user is allergic to and the current date.

2.2

VizWiz Dataset

The VizWiz dataset is a goal-oriented VQA dataset built from images
and questions submitted by SIP users of the smartphone application
of the same name [2, 3, 19]. Images in the VizWiz dataset are labelled
with user-submitted questions and crowdsourced answers, which
are both typically conversational in nature. In contrast to other
notable VQA datasets [1, 14, 23, 25, 41] which predominantly build
on top of the COCO dataset from Lin et al. [24], the VizWiz dataset
specifically captures the everyday needs of SIP within the context
of VQA. While some questions from VizWiz are well suited to a
more traditional VQA system, textual information is needed to
answer a large number of them. To highlight, 83% of the examples
on the VizWiz VQA dataset website2 fall into this category. Of these,
the majority of text recognition requests pertain to identifying or
obtaining information about objects exhibiting text in some form
(e.g. printed labels, packaging, etc.).

Figure 1: Examples of images from VizWiz [19] where textual
information is not entirely legible.
2 https://vizwiz.org/tasks-and-datasets/vqa/
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Table 1: Comparing the features across several assistants for visually impaired people
OCR

Object Detection

Colour Detection

Spatial Detection

Textual QA

VizWiza

✓

✓

✓

✓

✓

Be My Eyesa

✓

✓

✓

✓

✓

Prizmob

✓

OrCam

MyEyeb

Microsoft Seeing

AIb

Aye-saacb

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

✓

Human-in-the-loop

Scene Text Visual Question Answering

Text often proves to be pivotal to the context of a scene; yet only in
more recent years have concerted efforts been made to design socalled Scene Text VQA (ST-VQA) systems. [4, 13], which, in contrast
to traditional VQA systems, are better suited to the task of using
text from an image to improve comprehension of the scene [4].
This being said, ST-VQA is not a trivial problem. As shown in
Figure 1, the legibility of text may vary due to factors including:
the subject not being in focus; overexposing or underexposing the
image; framing and rotation; and partial obstruction of the subject
by other objects/hands. This is particularly true for entries in the
VizWiz dataset as they have been captured by SIP [13].
Illegible text impedes the ability of humans and algorithms alike
to perform VQA tasks — this is particularly true for textual VQA
tasks which rely on Optical Character Recognition (OCR); however,
state-of-the-art OCR models are increasingly well-suited for such
applications [27]. Additionally, captured text alone does not suffice
to perform certain VQA tasks, as formatting aspects such as font
size and colour typically convey important contextual information.
CloudCV is a popular [18] public tool that hosts VQA systems,
such as the VQA competition-winning Pythia [22]. CloudCV offers
the possibility of submitting questions relating to an image and
receiving, based on algorithm confidence, the top 5 predicted correct
answers [20]. Pythia is based on a LSTM model trained on the COCO
dataset and two other large datasets consisting of questions and
truth answers respectively, and shows results in real-time [18, 20].
While Pythia’s VQA performs competitively on the associated
VQA test-standard dataset [1] (58.16% on open-ended questions), it
is not designed for images exhibiting text as the principal source of
information.

3

✓

✓

a

2.3

Multi-turn

✓

✓

Pythiab

Real-time

METHODOLOGY

This work builds on the existing Aye-saac framework to extract
information from food packaging — such as ingredients, common
allergens, user-specified allergens, expiration dates, nutritional,
cooking, and storage information — to help SIP in the kitchen. This
requires Aye-saac to understand a user’s utterance using an Natural
Language Understanding (NLU) language model, to use OCR to

b

✓

End-to-end

retrieve text from an image before extracting the relevant information, and use Natural Language Generation (NLG) to formulate a
response to the user’s question in the context of the conversation.

Figure 2: Aye-saac architecture diagram showing the flow of
data through the microservices. The path is chosen by the
Dialogue Manager based on the intent determined by the
NLU. The NLG then generates a response for the user.

3.1

Aye-saac

Aye-saac is an open-source application which aims to provide VQA
assistance to visually impaired users. Aye-saac proposes an alternative option as existing solutions are either proprietary, human-inthe-loop, or E2E. As a modular Natural Language Processing (NLP)
pipeline built with microservices, Aye-saac’s architecture consists
of several key components which make it a suitable framework for
developing a versatile VQA assistant to process queries grounded
on images. Aye-saac’s underlying microservices architecture (Figure 2) was designed and implemented by Heriot-Watt University
students in 2020, and geared towards helping SIP within the context of the kitchen; however, the benefit of its modular architecture
makes Aye-saac adaptable to multiple domains.
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3.2

Fine-grained intents

To train the NLU component – which captures intents and entities
from a user’s utterance – Rasa’s Dual Intent Entity Transformer
(DIET) architecture [6] was fine-tuned using the spaCy NLP pipeline
with a curated set of 280 utterances related to food label information
extraction tasks, outlined in Table 2. The utterances are crowdsourced, conversational textual VQA questions based on the VizWiz
dataset3 . Care was taken to make these utterances as representative
as possible to natural English speech, within the limitations of
bias, through varying phrasing, language register, and adherence
to proper grammar rules.

3.3

Ramil Brick, et al.

A weakness of this method is that it will not detect skew for text
rotated by a multiple of 90◦ , as in Figure 4. Therefore, this method
alone is only effective on correcting small skew between -45◦ to
45◦ . At the cost of increasing overall system response time, this
issue can be mitigated by performing the OCR up to four times
— rotating the image 90◦ and deskewing using the above method
each time. If the result of the method yields over half of the words
being incorrect, we considered that the image was likely read in
the wrong orientation and the method should be performed again.

Deskewing Images

Traditional OCR systems excel in retrieving text from images which
do not exhibit much noise, artefacts or obstructions [36]. Datadriven OCR systems are more robust in this regard, but are still
far from human performance [27]. This is of particular concern to
VQA tasks concerning SIP as evidenced by the presence of such
imperfections throughout the VizWiz dataset.
To improve performance for skew images, we implemented a
post-processing method for small skew detection which deskews
images containing text to improve the reading of items held at
angles. This method estimates potential skew by dilating the text
until characters overlap to form rectangles. The skew angle is then
computed with reference to the rectangle’s longest edge, as shown
in Figure 3.

Figure 3: Original image on (left). Right shows text dilation which forms a rectangle with the longest edge being
horizontal. This shows an ideal solution where the original
image was already in the correct orientation.

Figure 5: The original image (left) shows an example of
colourful packaging. Performing the dilation (right) results
in an incorrect outcome showing another weakness in the
deskewing method.

Another weakness of the small skew detection method stems
from a reliance on contrast between the characters and background
to distinguish them. While this works well for black-on-white text,
it is less reliable when attempting to deskew colourful packaging
(Figure 5). While this could be mitigated using techniques such as
grayscaling and thresholding, a universally-adequate threshold is
not possible as the luminance between the text and background is
too varied to handle with a rule-based approach. We considered
the inclusion of more sophisticated image processing techniques to
be beyond the scope of this work.

3.4

Figure 4: Since the original image (left) is rotated by 90◦ ,
the dilation (right) does not form the necessary rectangles
thus showing a weakness in the deskewing method.
3 Conversational

questions are more flexible in form, often requiring context. For
example: “Is this ok to eat?” is a conversational form of “Does this soup contain egg?”.

Extracting textual information

Extracting information to answer queries is performed by the label
extraction service. As shown in Figure 2, this follows the OCR
service and uses a rule-based approach to process unstructured
lines of text to structured JSON with information often found on
food packaging.
This label extraction is based on food packaging labels typically
found in the UK [17]. Keywords currently accounted for include:
“ingredients”, “nutrition”, “cooking”, and “storage”; as well as similar
phrasing of these, such as “nutrition facts” or “cooking instructions”.
The service assumes that all text after each keyword belongs to said
keyword until the next appears. For example, all of the words after
“ingredients”, and before either another keyword or the end of the
text, will be considered as ingredients. This rule-based approach is
a naive solution, relying on the existence of known patterns and
standards on food packaging.

Am I Allergic to This? Assisting Sight Impaired People in the Kitchen
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Table 2: Breakdown of the training data for the NLU, listing intents, their purpose, their frequency, and examples for each.
Intents

3.5

Utterances

Purpose

Example

Inform Allergen

22

Add an allergen or food item to list of
allergens.

Add nuts to my allergens.
I cannot have celery, soy or nuts.

Detect Ingredients

56

Inform user of a specific ingredient in a
food item.

Read me the ingredients.
Are there any allergens or traces of allergens in this?
Is there meat in this?

Detect Expiration

53

Inform user of expiration date on an
item of food.

How long is this good for?
What is the date on this?

Detect Nutritional

25

Inform user of nutritional information .
of a food item

Is there a lot of sugar in this?
Can you read me the nutritional information of this food?

Detect Safety

56

Informs user of expiry date and all
allergens or previously restricted food.

I can’t have soy or dairy. Can I have this?
I’m lactose intolerant. Is this safe to eat?

Cooking Information

68

Informs user of cooking instructions
on the packaging.

How long do I cook this for?
Can you read me the instructions?

Processing a Request

Upon receiving a user’s utterance and its associated image, Ayesaac’s NLU component extracts context from the user’s utterance
using a language model to predict the user’s intent and any entities referred to within the utterance. The path through Aye-saac’s
microservices is entirely dependant on the intent predicted by the
NLU. For example, the OCR is not required if the user asks “How
many eggs do I have?” and the Dialogue Manager (DM) (as shown in
Figure 2) would therefore skip the the OCR service when processing
this request. Each microservice within the selected path processes
the image to gather context surrounding the query.
The object detection component identifies entities within the
scene. The spatial detection and colour detection gather further
context regarding the object’s relative location and colour to provide more information when generating a response. The above
components are already integrated into Aye-saac and are not the
focus of this work. The OCR component is invoked when textual
information is needed from the image, so it is used to identify and
locate regions of that image which contain text. All paths converge
towards the interpreter microservice, which passes extracted data
to the NLG component to produce a natural language response
by either relaying information requested by the user, or providing
guidance if the request was not fulfilled. All of these components
communicate in Aye-saac with the open-source message broker,
RabbitMQ, enabling efficient processing and data management [37].

3.6

Extending the NLG

The existing NLG service in Aye-saac was extended to support all of
the new components and functionality. This was easy to do, thanks
to its controllable, template-based, approach. We could also use this
to ensure the system did not hallucinate inaccurate responses, a
problem with existing end-to-end NLG methods [10].
These additional response templates consider whether the DM
could parse the correct information per each intent; responding
appropriately when failure states occur, including: requesting clarification from users and indicating unsuccessful image parsing. All

response templates enable Aye-saac to respond both positively and
negatively to users’ questions.

3.7

VizWiz Subset

A subset of images from the VizWiz Grand Challenge Dataset [19]
was used for testing and comparing Aye-saac with other VQA systems. This subset4 primarily consists of images from different food
packages and other items. To ensure the evaluation is representative of real use-cases exhibiting different types of imperfections,
images like in Figure 1 are included to compare how each system
handled blurred, skewed, and rotated images.

4

ETHICAL CONSIDERATIONS

Artificial Intelligence (AI) presents many complex ethical questions.
Deep learning — which produces models that fundamentally function as “black boxes” — and machine learning in general come hand
in hand with the challenge of definitively asserting whether such
systems are suitable for mission-critical applications, especially
when there is significant risk of harm for users. Perhaps relevant
to this work is the caveat that state-of-the-art OCR systems exhibit
nonzero error rates on “clean” documents [36], let alone pictures
of text where pre-processing is non-trivial.
Furthermore, the general public often expresses distrust in the
broader cultural concept of AI and AI assistants [16]. For these
reasons, it is crucial to carefully consider ethical implications when
designing a mission-critical digital assistant such as Aye-saac, and to
take steps to build trust through open communication and rigorous
privacy protection [9]. Enumerated below are some of the principal
ethical considerations taken into account during the design and
evaluation of the system:
(1) Being GDPR compliant [8] by assuring professional treatment of any personal, sensitive and confidential data gathered during the evaluation of the model [7]. For example:
allergies, preferences, and voice or images from participants.
4 https://github.com/Aye-saac/aye-saac/tree/main/evaluation/textual-vqa
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Table 3: Comparing performance between Aye-saac, Pythia,
and humans
Response time (s)

Accuracy (%)

9.4
3.6
5.5

61.1
23.6
93.1

Aye-saac
Pythia
Human

(2) Building a system with transparency and controllability as a
core element of its design which allows designers to establish
reasons for particular behaviour, and tailor the system to
particular user groups. This explainability is crucial when answering questions about food safety, and iterative tweaking
is important as we work closely with SIP in the future.
(3) Recognising the effect of data biases. For example, the training data underpinning the NLU service could be incomplete
and not consider a certain allergen or ingredient in a particular food; for instance, in ethnic food. Another potential
bias relates to the fact that the NLU is trained using utterances selected by project team members, none of whom are
visually impaired or rely on a similar system on a daily basis.

5

EVALUATION

Due to COVID, SIP were not involved in the evaluation of Aye-saac.
Instead, student volunteers took part in the evaluation.
We generated questions based on the VizWiz dataset, listed in
Appendix A.2, using the personas described in Appendix A.1 for
each image of a food item5 . These questions were run through Ayesaac measuring the time to get a response and the correctness of
that response. This same procedure was run asking people the same
questions, and asking them to a VQA competition-winning system
called Pythia [22], hosted on CloudCV. The goal of this evaluation
was multi-fold: evaluate Aye-saac’s correctness when compared to
people, and to a VQA system.

6

RESULTS AND DISCUSSION

To evaluate Aye-saac, we compared its responses with those of
humans and Pythia when faced with the same questions. Overall,
as shown in Table 3, Pythia was the quickest to respond, even
outperforming humans. Unsurprisingly however, humans were the
most accurate, followed by Aye-saac and then Pythia.
Although Pythia was the fasted to respond, it was the least
accurate — only correctly responding 23.6% of the time. This poor
performance is likely due to a lack of controlled OCR, therefore
prohibiting explicit textual VQA.
While some answers were correct, this could be a consequence
from how the system responds to questions it is trained for. For
example, “Does this contain beef?” would give a correct response of
“no” if it is unable to find the object and happens to be the correct
answer. Pythia responds with either “yes”, “no”, or “unknown”, and
as most questions are binary in nature, it might still guess the
correct answer if unsure.
5 We

do not believe the personas had an effect on the behaviour of the assistant.

Table 4: Error analysis of Aye-saac the types of errors encountered and the frequency each occurred.
Error type
Expiry date format
Incorrect response
Label extractor error
Missing intent
Incorrect intent classification

6.1

Frequency
7
6
5
4
1

Aye-saac Error Rate

Aye-saac was asked 57 questions; of which, 23 responses were
incorrect or partially-correct — an error rate of 40.4%. Answers
were considered partially-correct when Aye-saac responded either
with some incorrect information or did not completely answer the
question. For example, when asked the question “is this in date?”
Aye-saac responded with the expiration date instead of stating
whether the expiration date had passed.
As shown in Table 4, the most frequent error involves the extraction of expiration dates. A likely cause is limitations in existing
OCR technology, unable to parse the various date formats found
on food labels in the UK (see Table 8 for a non-exhaustive list),
and potentially uncaught edge-cases from unrelated characters or
illegible text. Similarly, label extraction errors — when Aye-saac
fails to identify patterns from text returned from the OCR service
— also likely stem from limitations in OCR technology or uncaught
edge-cases. Reducing errors from uncaught edge-cases can be mitigated through a more rigorous logic surrounding the rules used, or
using a data-driven scene text extraction method.
Errors relating to intent are caused by failures in the NLU service.
For questions such as “is this suitable for vegetarians?” and “is this
food?”, the NLU was unable to find an intent. Incorrect classification
errors are caused by unfamiliar input utterances to the NLU service.
Both of these errors can be addressed by increasing the diversity of
examples in the NLU training data, and adding new intents.
A frequent category of errors is attributed to incorrect responses
from the NLG. However, this stems from a bug in the NLU service which was not discovered during implementation, and should
constitute an easy fix in the future.

6.2

NLU Evaluation

As Aye-saac’s NLU service uses Rasa, Rasa’s own evaluation process
was used. This involves creating a train-test split from the NLU
data and comparing the model accuracy [30].
Figure 6 shows that there are 25 incorrectly classed intents out
of 628, showing the model correctly classified 96.02% of the intents.
Figure 7 illustrates the confidence for each predicted intent and
whether it was correct or incorrect. Aye-saac incorrectly predicted
15 intents with a confidence above 0.80, indicating that improving
the training data is necessary to improve the intent prediction.
Figure 6 shows that of the 25 incorrect intents, there are 4 cases
where Aye-saac incorrectly classified the ‘inform allergen’ as ‘detect safety’. Upon review, these errors were encountered with the
phrases: “I am lactose intolerant”, “I will feel sick if I eat eggs”, “add
peanuts to food I can’t eat”, and “I can’t eat sesame”. These errors are
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Figure 6: Intent confusion matrix comparing predicted intents against true labels. F1 = 0.96

Figure 8: Entity confusion matrix with Predicted and True
labels on the X and Y axis respectively. F1 = 0.68

Figure 7: Intent prediction confidence distribution for Correct
(left) and Wrong (right) predictions.

Figure 9: Entity prediction confidence distribution for Correct
(left) and Wrong (right) predictions.

caused by similarities in the training data for both intents, as some
utterances for the ‘detect safety’ intent include informing Aye-saac
of an allergen and asking if it is safe to eat. Additionally, there were
three occurrences where the ‘detect ingredient’ intent was incorrectly classified as ‘inform allergen’. These errors were encountered
with the phrases: “is there carrot on this”, “does it include gluten”, and
“does this have sesame”. It is possible that Aye-saac was mistaken
as the ingredients mentioned are also classed as allergens, and the
training data used foods such as ‘gluten’, ‘sesame’, and ‘peanuts’
with the ‘inform allergen’ not the ‘detect ingredient’ intent.
With respect to predicting entity labels from utterances, Figure 8
shows that there are 52 incorrectly identified entities, showing the
model correctly classified 88.78% of the intents. Similar to confidence of intent predictions (Figure 7), Figure 9 shows that there
are a large number of entities incorrectly classified with a high
confidence level, with 37 incorrectly identified with a confidence
value above 0.50. This highlights the importance of future work
increasing the diversity of entities within the training data.

Figure 8 shows the 14 cases where the model incorrectly identified ‘object’ as having no entity. However, this error is likely from
the pre-existing implementation of the ‘object’ entity, and was not
in the scope for this project. Additionally, there were 8 cases where
the entity ‘ingredient’ was identified as ‘inform’. The ‘inform’ entity
is used to inform Aye-saac of a food allergy to refer to in future
conversations, whereas the ‘ingredient’ entity is used to search for
that ingredient within the list of ingredients. Future work can correct this by having one entity and using the NLG service to decide
how to use the entity using the intent classification.

6.3

Comparing OCR models

We were unable to find a suitable food packaging dataset to evaluate
the difference between Tesseract and keras-ocr. Instead, we used
the IUPR dataset [5] containing 101 images of black-on-white text
documents with a moderate skew between -45◦ and 45◦ .
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Table 5: Change in word-level accuracy for OCR models after
performing small skew corrections.

keras-ocr
Tesseract

Before

After

0.76
0.49

0.75
0.72

Table 5 shows a comparison of the word-level accuracies for
both OCR models before and after performing skew correction.
Tesseract performed better after images were deskewed. However
results for keras-ocr indicate it is more robust as deskewing the
images did not drastically change its accuracy.
Word accuracy was computed solely based on whether words
from the ground truth text were present in the prediction. Therefore,
the position of words in the predicted were not accounted for,
preventing a small offset from invalidating the entire prediction.
While keras-ocr appears better suited for recognising text on
food packaging, Tesseract’s pre-trained model can detect punctuation which can help with textual information extraction. It is
possible to train the model from keras-ocr to do this, but this was
deemed out-of-scope.

7

CONCLUSION

8.3

Performance

Aye-saac has not undergone rigorous profiling, parallelisation or
optimisation. It may be interesting to study how response time
in Aye-saac contributes to a poor user-experience [29]. It should
be noted that the response time stands to be greatly reduced. For
instance, the OCR service is heavily optimised for GPU acceleration, but performs very poorly on the computers with which we
developed and tested Aye-saac.
Arguably, the most critical performance metric for Aye-saac is
the overall error rate, yet Aye-saac’s ability to effectively carry
out textual VQA tasks is largely dependent on underlying OCR
systems. For example, our allergy detection component is always
correct when the OCR is accurate. Existing OCR models are hit or
miss when it comes to images of text, limiting the performance of
Aye-saac. Pre-processing techniques such as correcting incorrect
spelling and deskewing can mitigate this to some extent, however improvements in OCR are necessary for Aye-saac and similar
systems to perform at their best. Disregarding this limitation, transitioning from a ruled-based approach for textual extraction to be
more robust is a focus for future work.
A.3 shows typical images from our dataset, along with questions
and Aye-saac’s responses. This highlights some of the strengths and
weaknesses of the Aye-saac system in its current state and gives
insight into the importance of robust and flexible pre-processing of
non-ideal images in future work.

8.4

User Model

The hypothesis based on the experimental design result ended up
being somewhat correct. Aye-saac did have a higher percentage
of correctness with respect to other textual answering systems,
such as VQA, however humans were still faster. In the future, this
may not be the case. Improvements and optimisations could render
Aye-saac both more accurate and faster than a human.
With the work done on this system so far, it is now able to
answer textual visual questions for food packaging. Overall, the
work completed with Aye-saac is a step in the right direction in VQA
research as well as in supporting those who are sight impaired.

Aye-saac would benefit from support for more comprehensive user
models. Tentative steps have been made to explore this topic by
enabling Aye-saac to store and refer to user-specified allergens,
which can be extended to create a more complete user model storing
the user’s name, food preferences, and more. This feature can be
extended further to support multiple users and use voice recognition
to identify and differentiate users. In addition to this, future work
could focus on implementing a “fridge model” to keep track of food
items the user has presented to Aye-saac as well as their expiration
dates, to remind users to use food that is going out of date.

8 FUTURE WORK
8.1 Future Evaluation

8.5

Future evaluation of Aye-saac would include role-played user evaluations using personas, as outlined in Appendix A.1. The participants
would be provided with food items and tasked with asking questions about the product based on their persona.

8.2

Extra Functionality

There is ample room to increase the scope of Aye-saac to perform
more textual VQA tasks in the context of the kitchen; the most obvious being identifying product names, brands, and flavours, as these
tasks represent a significant portion of textual VQA tasks within the
VizWiz dataset. Furthermore, while the foundation for performing
tasks such as identifying nutritional, storage and cooking information from food packaging and labels has been implemented in
Aye-saac’s label extraction service, it needs further development to
be reliable and ready for evaluation.

Information Extraction

Significant effort was put into parsing different label layouts to extract information. Food labels vary greatly from product to product,
and are typically designed to selectively draw attention to certain
pieces of information [40]. Some form of standardisation of food
labels could be beneficial. More specifically, the inclusion of QR
codes on food packaging to store textual information in a universal, structured format stands to make textual VQA tasks for food
packaging trivial, eliminating errors due to OCR inaccuracy.

8.6

ST-VQA Model

The clear difficulty of hand-crafting a reliable tool for extracting information relevant to textual VQA for food packaging labels raises
the question of whether a purely data-driven approach would be
better suited to such a task. Recent advances in ST-VQA [4, 13] —
mostly based on Fully Convolutional Neural Networks (or Segmentation Neural Networks) — make this a promising proposition that
should be considered in future work.
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A EVALUATING AYE-SAAC USING PERSONAS
A.1 Personas and scenarios
As mentioned in Section 5, the evaluation of our system was carried
out using role-playing with personas as a proxy for evaluation
with real subjects, asking AyeSaac questions regarding packaging
information. The personas and scenarios are described in Table 6.
Table 6: Personas and scenarios used for evaluating our system
Persona

Scenario

1: Linda

Linda is hungry and has an allergy to food that contains eggs, flour and milk.
Halle doesn’t like mayonnaise but she loves tomatoes.
She has a celery allergy.
Paul is allergic to nuts and wants to know if this product is safe for him to eat.
Tom has recently become a vegetarian and he is not
sure if a meal contains meat.
Ann is cautious of eating spoiled food.

2: Halle
3: Paul
4: Tom
5: Ann
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A.2

Questions
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A.3

Highlighted Question/Response Pairs

Table 7 includes the set of questions associated with each persona
used in the evaluation.

Table 7: Questions from each persona used for the evaluation
of our system
Persona

Questions

1: Linda

Does this contain eggs?
Is there any flour in here?
I’m allergic to milk. Is this safe to eat?
Is there any dairy in this?
Is this food?
Does it have flour?
Any eggs and flour?
Are there any allergens in here?
Is there any mayonnaise in this?
Does this have tomatoes in it?
I hate mayonnaise. Is there any in it?
Is this made of tomatoes?
I am allergic to celery, is this safe?
What ingredients are in here?
Are there any allergen in this?
Does it contains nuts?
Is there any walnuts?
I am allergic to nuts. Is it safe to eat?
Does it have any Macadamia nuts?
I’m allergic to nuts. Will I die if I eat these?
Can I eat this?
Is this suitable for vegetarians
Does this contain meat?
Is this meat free?
Does it has beef in it?
What meats are in this product?
Does it have chicken?
I can’t eat pork, can I eat this?
Is this product made with beef?
When does this expire?
When is the expiration date?
Is this still good to eat?
What is the expiration date on this package?
Expiration date, please?
When do this go off?
Is it out of date?

2: Halle

3: Paul

4: Tom

5: Ann

Question: I don’t eat meat. Can
I eat this? Response: You should
avoid this food as it contains
sausages

Question: What are the ingredients? Response: The ingredients
are:

Question: Does this contain aller- Question: When does this expire?
gens? Response: The allergens Response: The package shows no
are:
expiry date (text detected by OCR:
‘se oidec sse’)

B

EXPIRY DATES DATASET

Knowing the expiry date of a food product is important for avoiding
food poisoning or wasting money. Although the VizWiz dataset
constitutes a vast collection of pictures, it is not very representative
of images containing expiry dates. For this reason the team decided
to collect images featuring expiry dates from different food types
and packages.

B.1

What is in the Dataset?

In short: variability. Eleven different formats for the expiry dates in
our dataset were found. There is little consensus between brands
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Table 8: Frequency of occurrence of date formats from the
first 78 images of the expiry dates dataset.
Format

Count

dd MMM
dd Mmm (lowercase)
dd/mm/yyyy
dd.mm.yyyy
MMM yyyy
MMMyyyy (no spaces)
dd/mm/yy
mm/yyyy
mm yyyy
mm.yy
dd.mm.yy
dd mm yy
dd-mm-yyyy
dd mm yyyy
dd MMM yyyy
MMM dd
Shelf Life: mm months
Illegible or not present

24
3
7
6
5
1
4
4
2
3
1
1
1
1
1
1
1
13
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B.3

Characteristics of the Dataset

The dataset contains 243 pictures. The images were crowdsourced
using mobile phone cameras and named as follows: exp_date_0.jpg,
Expiry_date_1.jpg, etc. Some examples of these images can be seen
in Figure 11.
The dataset has not been further processed or labelled for training, testing or validating by supervised machine learning or deep
learning models such as neural networks.

or products on how the expiry date must be displayed and where
in the the package. The most frequent common formatting style
observed across the dataset was for fresh and perishable food such
as meat, fruit or milk. Figure 10 shows some examples of these.
Figure 11: Examples of images in the dataset

Figure 10: The date format ’dd JAN’ is the most frequent for
fresh food

B.2

Common Date Formats on Food Labels in
the UK

These formats consist of: ’dd MMM’, where ’dd’ indicates the day of
the month expressed as a two figure number, and ’MMM’ the first
three letters of a month’s name. For example: 10 APR. For other
packages containing dry (pasta, sugar, spices) and conserved (jams,
pickles, anchovies) food, there is no single common pattern.
As shown in Table 8, the most common expiry date formatting
styles in order across food packages observed were: ’dd JAN’, ’dd
mm yyyy’, ’mm yyyy’, ’dd mm yy’, ’JAN yyyy’.

