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ABSTRACT
Recent developments in computer vision and conversational systems have provided the AI community with novel perspectives
towards improving the cognitive capabilities of engaging socially
assistive robots. We show how to develop conversational skills for
a hospital receptionist robot that incorporates social conversation
based on visual information as well as task-based dialog. Fusing
the traditional modular conversational system architecture with
recent developments in computer vision and scene graph research,
our agent (called ‘ViCA’) supports both visual question answering
and social conversational capabilities based on the visual scene.
In particular, our agent can provide guidance to users by locating
visible objects in the room and can engage in social dialogue using
visual prompts, such as the user’s clothing or possessions. We conduct a comprehensive online evaluation study with 21 participants,
showcasing that the ViCA system is perceived as both helpful and
entertaining.

CCS CONCEPTS
• Human-centered computing → Natural language interfaces.
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1

INTRODUCTION

There is a growing interest in both academia and industry for
socially assistive robots (SAR) deployed in hospitals, shopping malls,
or domestic settings. In these scenarios, the ability to converse is
one of the key cognitive skills that define the success or failure of a
SAR. Despite significant improvements in conversational abilities,
the inability to comprehend and communicate about visual scenes
has been a major limitation. More recently, visual dialog agents
[14, 35], which hold a conversation about visual content, have been
developed, but these do not take into account the use cases for SARs.
The potential benefit from such applications has been highlighted
in the current context of the COVID-19 pandemic [5, 26]. SARs
can play an important role by mitigating the impact of physical
distancing measures through social interactions.
This work aims to build a receptionist robot situated in a hospital
waiting room to assist and chat with patients. Crucially, our system
is not intended to replace hospital staff by taking on functionalities that require sensitive personal information, such as booking
appointments and handling patient data. The motivation behind
this work is to create a socially skillful agent that can provide support and information to improve the oftentimes stressful process of
hospital visits. First, the system is able to extract information from
the visual scene in order to respond to task-related queries, such
as ‘Where can I wait for my appointment?’, and ‘Do you see my
backpack?’. In addition, the system also performs social dialogue
with the patients by introducing topics based on visual cues. For
instance, if the person is carrying a book, the system may attempt
to start a conversation on the topic of fiction; if there is a visible
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coffee machine, the system may initiate a conversation about coffee.
In order to comply with COVID-19 restrictions, we evaluated the
interaction online. We used static images representing the environment and virtual patients, to stand for images that would be seen
by a robot’s camera.
State-of-the-art visual dialogue models attempt to build upon
the success of deep learning techniques in conversational agents
and computer vision. Most of these models process raw text and
the visual input. However, such approaches suffer from two major
drawbacks which make them incompatible with our work. First,
they are not suitable for domains with a limited amount of data as
they require significant resources. Second, they are typically used as
black-boxes with poor explainability. While these shortcomings are
characteristic of most deep learning models, the limited visual and
linguistic data specific to our scenario makes end-to-end modeling
especially challenging. Further, the lack of explainability results in
unpredictable behavior which is undesirable in dynamic, real world
situations, especially in healthcare application for functional and
ethical reasons.
To this end, we propose a visual dialogue system based on scene
graphs [25, 38, 42], which combines the traditional modular conversational architecture with pre-trained vision systems. The introduction of scene graphs as an intermediate representation layer
overcomes the aforementioned challenges. We apply off-the-shelf
scene understanding on the static images mitigating the need for
large scale visio-linguistic data. Furthermore, the model outputs
are highly explainable as inference relies on the generated and
interpretable scene graph rather than the raw image.
For the purposes of our application, a significant challenge with
regards to the conversational aspects of the system emerges from
combining task-oriented and social dialogue. In order to promote
interaction, we also designed the agent to take initiatives and propose topics. To the best of our knowledge this combination within
a healthcare domain is novel. We conducted an exploratory evaluation with participants as virtual patients to gain insight in potential
directions of improvement.
The rest of the paper is organized as follows: Section 2 provides
an overview of related work regarding applications of SARs in different domains and multimodal dialogue agents. Section 3 explains
the components of the implemented system. Section 4 describes the
evaluation protocol and section 5 presents and discusses quantitative and qualitative results. Section 6 summarizes the conclusions
of our work and introduces directions for future work.

2 RELATED WORK
2.1 Socially assistive robots
SARs in public spaces have been studied in diverse roles, such as
a hotel receptionist [37], museum tour guide [7], or caregiver and
companion in elderly care homes [43]. More closely related to our
work, the MuMMER project [17], implements a robot assistant that
combines navigation instructions with social chat using the Alana
conversational framework [11]. However, the task-based skills of
our agent are based on visual reasoning rather than knowledgebase querying. Previous SARs intended for hospital reception areas
have largely focused on implementing task-based capabilities, such
as checking in patients upon their arrival and giving directions to
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specific rooms [2, 24, 31]. The visual module of these systems is typically dedicated to facial recognition, but Part et al. [31] introduce
a visual dialogue agent which assists residents of a gerontological
facility by answering visual questions. Our work takes a complementary direction by aiming at developing entertaining social skills
based on visual information at the same time.

2.2

Conversational agents

Conversational agents are typically divided into task-oriented and
chit-chat systems. Task-oriented systems enable users to complete
certain goals communicated in Natural Language, while chit-chat
systems aim primarily at providing entertainment through social
interaction. Although recent research efforts have largely focused
on end-to-end deep learning approaches [9, 36], their practicality
for real-world applications remains limited. Most commercial systems, such as Amazon Alexa and Google Assistant, follow ensemble
approaches composed of a mixture of expert bots specialized in
specific skills or domains. This approach has also been favored for
social chatbots [11, 16] in the Alexa Prize Challenges [32], where
systems are rated by real users. Part of the mismatch between research and applied approaches, can be attributed to the fact that
modular approaches ensure more interpretable and controllable
outcomes. Moreover, end-to-end methods require large amounts of
data, limiting their applicability to low-resource, domain-specific
applications such as ours. Based on these considerations, we opted
for a modular approach, utilizing pre-trained, trained-from-scratch,
and rule-based components.

2.3

Integrating task and social dialogue

Previous work has investigated the integration of task-based and
social dialogue skills in a single system. Such a system can provide
practical assistance, while improving the overall user experience
through more natural and engaging interactions. Reinforcement
learning approaches have been proposed by [30, 44] to learn policies
for alternating between task-based or social chat. Both studies
report that humans score interactions with their hybrid systems
more favorably than the task-only counterparts.
Gunson et al. [19] perform a human evaluation study comparing
hybrid and task-only systems in the role of a building receptionist. The proposed system informs users of its ability to chat about
several topics, but the conversational initiative is left to the user.
The results showcase that most users do not initiate chit-chat. Our
system, however, provides conversation starters based on the visual
context in an attempt to smoothly introduce topics of conversation.
Ahmadvand et al. [1] introduce the task of contextual topic suggestion, but the scope of their work remains limited to unimodal,
open-domain chatbots.

2.4

Visual dialogue

The task of visual dialogue has recently been proposed [14], where
an agent is expected to hold a conversation about visual content.
Work in visual dialogue builds upon the advances in the field of
conversational agents by incorporating approaches from computer
vision. Object detection is perhaps the most fundamental task of
computer vision, and mandatory for any visual dialogue task. The
goal of an object detection model is to determine which object
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Figure 1: System overview. User interact with the system through the Telegram messaging app. The implementation of the
ViCA bot is included in the ensemble of bots used by Alana.
instances are present in an image as well as their spatial location.
The success of Convolutional Neural Networks has enabled pipeline
approaches that perform both region proposal and classification [15,
18, 22, 33]. Several object detection libraries have emerged [12, 13,
41] providing robust implementations of these models.
The current trend in visual dialogue is to incorporate region
proposals (i.e. proposed regions of images which are ‘interesting’)
in large end-to-end dialogue systems [29, 35]. These systems can
be trained if a large annotated visual dialogue corpus is available.
However, building a visual dialogue system for a novel domain with
limited amount of data is challenging. In this work, we looked into
research in the area of visual scene graphs. While the idea of using
scene graphs in visual dialogue is novel, scene graphs are fairly
established in the area of vision and language.
A scene graph is a structured semantic representation of an
image that represents objects (e.g: person, chair), attributes (chair is
yellow) and relationships (person sitting on chair). Johnson et al. [25]
build upon prior knowledge on structured scene representations
for a successful application in image retrieval. Subsequently, scene
graphs have been applied to tasks such as visual question answering
and image captioning [45]. Due to the success of using scene graphs
in downstream tasks, scene graph generation has also emerged as
a standalone task [38, 42]. Motivated by these promising results,
we decided to integrate these advances in our application.

3 METHODOLOGY
3.1 Overview
The overall system architecture is presented in Figure 1. The developed visual conversational agent (ViCA) was implemented using RASA [8] and integrated into the bot ensemble of the Alana
open-domain conversational framework [11]. ViCA is based on the
standard modular architecture of conversational systems enhanced
with two external information sources, the output of the Vision
System (VS), and a memory of Conversation Starters (CS).

3.2

Natural Language components

The Natural Language Understanding (NLU) component performs
intent recognition and entity detection. We differentiated between
two types of visual intents, a find intent for queries about a single
object in the image, and a locate intent for queries about a spatial
relationship between two objects. In addition, we defined auxiliary intents for common responses, such as thank_you, affirm, and

no_more_questions. Given the NLU output, the Dialog Manager
(DM) decides whether to query the Vision System (VS) or the Conversation Starters (CS), which operate in a rule-based manner to
extract and prioritize relevant slot values. Finally, the response is
generated following a template-based approach.
The NLU and DM components are sparse neural models trained
on synthetic data [10, 39]. Specifically, the NLU data for the visual
intents are augmented using templates, and manually annotated for
entities object and spatial relationship. Object entities are further
annotated by their role in a spatial relationship as target or reference
objects. For example, given the phrase ‘the seat next to the plant’,
we annotate ‘seat’ as (entity: object, role: target), ‘next to’ as (entity:
spatial relationship) and ‘plant’ as (entity: object, role: reference).
Following the RASA framework [8], the DM data are constructed
as sequences of user intents and system acts.

3.3

Visual components

Our approach is based on representing images as scene graphs
containing the objects in the scene, their attributes, and the relationships between them. Each entity is extracted by a separate
sub-module in the vision system.
3.3.1 Object detection. Our implementation relied on Detectron2 [41],
a library for object detection. We used two pre-trained Faster RCNNs for object detection and localization [34], with ResNet-101 [23]
as backbone: 1) model 𝐴 pre-trained on COCO dataset [28] to
recognize 80 object classes, and 2) model 𝐵 pre-trained on LVIS
dataset [20] to recognize 1230 object classes.
Differences between the detections using the two models are
shown on Figure 2a and b. COCO contains more samples per class,
leading to highly reliable predictions. On the other hand, LVIS has
a more fine-grained annotation which can be used to distinguish
between different objects.
3.3.2 Attribute detection. The third model in the visual system
(model 𝐶) was used for attribute detection (Figure 2c). We utilized
the recent implementation of the Bottom-Up and Top-Down Attention [3]. The model was pre-trained on Visual Genome [27]
identifying 68K unique attributes. Each object can have multiple
attributes such as color and material.
To compensate for cases where the pre-trained model did not
predict a color, we used K-means (𝐾 = 3) on the raw pixel values.
We selected the largest cluster and considered its mean RGB value
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(b)

(c)

Figure 2: Comparison between the different models used to detect objects, attributes and relationships: object detection using
(a) COCO and (b) LVIS, and (c) attribute detection using Visual Genome.
as the assigned object color. To translate RGB to string values, we
obtained the closest color over a predefined mapping.
3.3.3 Scene graph generation. The final model (model 𝐷) in the ensemble performed a two-pass over the image to extract relationships
among objects. During the first pass, we used the state-of-the-art
approach for scene graph generation [38], with the objective to
extract spatial relationships such as ‘near’, ‘behind’, ‘above’, and
‘under’. The second pass aimed to provide additional relationships
between common objects. For example, we assigned ‘on’ to nouns
such as laptops, bottles, and cups, that can be placed on top of a
table. We provided additional relationships by using concepts such
as ‘left’, ‘right’ by comparing coordinates of bounding boxes.
Finally, to obtain the scene graph of a given image we combined
the outputs of different models. To merge the predictions of models
𝐴 and 𝐵, we manually created a dictionary of synonymous classes
between the two datasets. For instance, the categories ‘handbag’ and
‘backpack’ from model 𝐴 are linked with ‘totebag’, ‘shopping_bag’,
and ‘grocery_bag’ from model 𝐵. We considered that two bounding
boxes refer to the same object if their labels match and their intersection over union is larger than 0.5. Similarly, for the attributes
and relationships of the merged objects we used models 𝐶 and 𝐷.
3.3.4 Prioritization and response generation. To generate a response
for a visual query, the first step is to find objects in the scene graph
within the same category of the target object. If there are multiple
object candidates, we favored the object with the largest bounding
box and the highest confidence. Intuitively, from a first person view,
the chair with the largest bounding box is closer to the observation
point, and thus closer to the user.
After selecting the target object, we have to select an appropriate
relationship. In case of a locate intent, we only search for the relationships specified by the user. All valid relationships associated
with the target object are ranked to match the query. We used a
rule-based approach to assign low priority to unlikely relationships
(e.g., a bottle is more likely to be on a table rather than below a
chair). Additionally, we prioritized objects with contrasting color as
more visually salient. In order to encourage diverse responses, we
preferred relationships not used in previous answers and reference
objects from different classes.

3.4

Social-visual conversation starter
generation

Unlike existing visual question answering systems, our agent can
take initiatives, and steer the conversation to new topics based on
the visual context. Within our domain, the visual input consists of
common objects, such as chairs and tables which are not trivial to
utilize for engaging open-domain conversation. Furthermore, it is
crucial that the initiative is relevant with regards to the context of
the dialog. Our agent attempts to start a conversation using four
different strategies, described further below;
(1) by matching a person’s appearance to movie characters,
(2) identifying salient objects on the person,
(3) utilizing objects mentioned in the dialog,
(4) referencing salient objects in the scene.
The conversation starters act as prompts to topics handled by the
rest of the bots in the Alana ensemble [11].
3.4.1 Movie linking. We compiled a dataset of movie scenes based
on the MovieLens dataset [21] containing metadata about 47K
movies. From the top 1K rated movies, we excluded animations and
period movies, as well as movies which could lead to inappropriate
connotations. This post process yielded 70 movies, from which we
used up to 30 scenes from IMDB1 .
Given a set of features and labels from the bounding boxes of
the person and the scene, the first method aims to quantify the
similarity between the person and a movie scene. We only used
objects detected using model 𝐵, as it recognizes more fine-grained
objects. We defined a list of objects such as clothing, accessories,
and wearables which can be matched to actors in the scenes. We
refrained from using overall features for each person provided
by model 𝐴 to minimize spurious correlations based on physical
appearance.
We assigned a score on each scene by populating a matrix 𝑃
where rows are the objects detected on the person and columns correspond to movie scenes. Each cell 𝑝𝑖 𝑗 corresponds to the similarity
of the person object 𝑖 and the scene 𝑗, defined as the maximum
cosine similarity between the object 𝑖 and all similar objects in the
scene. If no such object is detected within the scene, the value of the
1 https://www.imdb.com/
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(a)
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Figure 3: Examples of ViCA transitions between task oriented and social dialog using (a) movies as conversation starters, and
(b) visual saliency.
cell is set to zero. Intuitively, the choice of max prioritizes images
that have a single similar object with high similarity over scenes
with multiple objects of the same category that may not match
directly to the person. The final score for the scene 𝑗 is computed
as the average of all non zero entries in the column. The matched
movie is retrieved from the scene with the maximum similarity
score. To generate a conversation starter, we used the caption of
the IMDB scene to reference the actors present in the scene.
3.4.2 Visual saliency. We matched 10 of the possibly identifiable
objects from both vision models to a topic. Objects related to the
person could be items that they are carrying such as books or
cups. In the first case, it was relatively easy to match a detected
object to a topic. However, for certain common objects, eliciting an
interesting conversation was not as straightforward. We followed
a more indirect approach by matching the semantic representation
of the object to habits or preferences of the person. As an example,
our agent prompts the user to talk about the latest book they read
or their favorite background music while having a drink.
3.4.3 Dialog history. Finally, our last conversation starter utilized
entities in the dialog history. We hypothesized that using referenced
objects would favor coherence, and smoothly guide the conversation to a new topic. We used the same 10 visual salient objects as
possible reference points.
The conversation starters were ordered in terms of expected user
engagement. Each conversation starter was triggered only once
within a single dialog. We anticipated that referencing a person’s
appearance would be most interesting. Therefore, we prioritized
movies and topics based on objects detected on the person. Next, we
referenced objects from the dialog history, as they had attracted the
user’s attention during interaction. Finally, we used other salient
objects in the scene.

3.5

Alana integration

Our ViCA bot was integrated into Alana [11], a conversational
framework that provides an ensemble of specialized pre-trained
bots. The response presented to the user is selected based on a
customizable priority list ordering the available bots. We updated
the priority on-the-fly to ensure that our agent handles visual questions and suggests topics for discussion, but the core open-domain
dialog is handled by the rest of the bots in the ensemble. An example illustrating transitions between ViCA and Alana’s existing
bots is illustrated in Figure 3. In the beginning of the dialog, the
ViCA bot is on top of the priority list. However, when our agent
generates a conversation starter, it is then replaced by the Alana
wiki-bot, ontology-bot, and fact-bot. The coherence-bot remains at
the lowest priority, serving as a fallback mechanism to handle user
utterances deviating from the intended dialog path. There are two
cases where ViCA can be again placed on top of the priority list;
a) the user interacted with the rest of the bots over a predefined
number of turns (in our case 5), or b) the current user utterance is
a visual question according to the NLU of the ViCA bot.

4

EVALUATION PROTOCOL

We conducted an online evaluation with students and staff members Heriot-Watt University. Out of the 21 participants, 17 were
postgraduate students and 4 academics. The students group consisted of 5F and 12M participants aged between 22-34. All students
were at least reasonably familiar with technology, with 64% of the
students having a computer science background. With regards to
the academic staff, 1F post-doctoral researcher, and 3M professors
at the age of 38-55 took part. All academic staff that participated in
the study held positions within the field of computer science.
Each participant filled in a consent form providing the context
of the evaluation, contact information, and privacy precautions.
Each session commenced with two pictures representing a scene, a
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Figure 4: Scenes used in the evaluation.
with the agent without additional constraints on the structure of
the dialog and biasing the expression of their queries. During interaction, participants were able to trigger direct evaluations after
receiving the response from ViCA using commands in the chat. The
locate command was used to test the agent’s localization. With the
topic command, participants could note the relevance of the topic
initiated by the agent.
After the conversation, participants answered questions on a 5Point Likert Scale based on the Godspeed questionnaire [6]. We used
the questionnaire to determine the user satisfaction, the agent’s
helpfulness, naturalness, pleasantness, and entertainment. We also
asked the users to rank how much they would like to have this
kind of conversation with a hospital robot receptionist in the future
(acceptance). Finally, participants optionally provided free-form
feedback on the interaction.

5 RESULTS
5.1 Quantitative analysis

Figure 5: Illustration of the Telegram App interface. Each
user is provided with guidelines and pictograms along with
the pictures representing the patient and the scene.

We discarded the quantitative results from 3 participants as they
either forgot to evaluate the conversation based on object location
and topic relevance, or they did not follow the evaluation guidelines.
We present the results collected through the questionnaire and the
evaluations during dialog from the remaining 18 participants in
Figure 6 and Table 1.
With regards to the questionnaire, we observe that our agent
was generally perceived as pleasant and entertaining, however,
the ratings vary between participants. In terms of naturalness, our
agent received lower scores, which, coupled with the lowest observable variance, implies that the participants generally agreed on
their judgments. Overall, more than 40% of the users ratings across
all metrics, cluster in positive values (> 4). Only one participant
provided an extreme negative value with regards to entertainment,
which was compensated by 30% of participants providing the highest possible value.

patient entering in the waiting room, and textual information providing guidance to the participants. We collected a total of 4 scenes
and 7 images of people as virtual patients from online databases.
The different scenes used during the evaluation are shown in Figure
4. Each participant was randomly assigned a pair of images and
interacted with the agent using the Telegram messaging app shown
in Figure 5. Participants also received pictograms covering objects
in the scene that are identifiable by the system. The examples in
the pictograms were used to incentivize participants to interact

5.1.1 Correlation analysis. We further attempt to find correlations
among questionnaire and dialog metrics. Regarding dialog metrics,
we used the accuracy of the located object (Locate), the accuracy
of relevant topics (Topic), and the joint accuracy (Locate ∪ Topic).
Careful examination of the dialog history revealed that participants
did not undertake the evaluation as ideally intended; many participants chose to evaluate dialogs when responses went wrong or out
of topic, and continued to chat otherwise. Therefore, we further
measured the dialog length, and the number of bot error messages
(e.g. ‘Sorry I did not understand’). We consider a correlation statistically significant if the Pearson coefficient 𝑟 is higher than 0.5 or
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Dialog
Mean
Std
Location evaluations
3.89
2.0
Correct
2.22
1.75
Incorrect
1.67
1.29
Label mistakes
0.78
0.85
Location mistakes
0.56
0.68
Label & location mistakes 0.28
0.45
Topic evaluations
5.0
4.19
Relevant topics
2.44
2.73
Irrelevant topics
2.33
2.08
Dialog length
31.67 14.56
Table 1: Human evaluation results.
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Metrics compared
Pleasant
Entertainment
Pleasant
Acceptance
Entertainment
Natural
Satisfaction
Natural
Helpful
Pleasant
Helpful
Entertainment
Natural
Pleasant
Entertainment
Acceptance
Natural
Acceptance
Satisfaction
Location ∪ Topic
Satisfaction
Acceptance
Satisfaction
Pleasant
Satisfaction
Topic
Satisfaction
Locate
Entertainment
Topic
Helpful
Locate
Dialog length
Entertainment
Natural
Error messages
Satisfying
Error messages
Locate ∪ Topic
Error messages

Pearson corr

p-value

0.750
0.746
0.719
0.655
0.625
0.616
0.604
0.601
0.557
0.553
0.524
0.518
0.513
0.153
0.014
0.005
−0.452
−0.516
−0.518
−0.598

0.001
0.001
0.001
0.003
0.006
0.007
0.008
0.008
0.016
0.017
0.026
0.027
0.042
0.557
0.958
0.984
0.060
0.028
0.028
0.009

Table 2: Correlation results of selected metrics.

Figure 6: Distribution of questionnaire answers.
lower than −0.5, and the corresponding p-value is less than 0.05.
All statistically significant correlations along with selected negative
results are presented in Table 2.
We found that naturalness has a strong positive correlation with
all metrics except helpfulness. This reveals that the perceived naturalness is influenced by social interaction rather than task-based
capabilities. Similar results are observed for acceptance, indicating
that pleasantness and entertainment are key features for a hospital
receptionist robot that users want to interact with.
Regarding user satisfaction, we observe a positive, statistical
significant correlation with the joint (Locate ∪ Topic) accuracy and
a slightly lower correlation with the Topic relevance. However, no
significant correlation between satisfaction and Locate accuracy is
present in our data. This observation provides some evidence that
skillful social interactions create a positive experience, and that
successfully handling both task-oriented and open-domain dialog
further improves it.
We could not deduce if the bot was being perceived as helpful
due to its localization ability. Although the results suggest no correlation, the high p-value makes it not a statistically significant

conclusion. Similarly, no conclusion can be made for the hypothesis
that a bot is considered entertaining if its responses are found to
be relevant to the ongoing chat. This could be due to the subjective interpretation of what constitutes help and fun, or different
expectations of the bot’s skill level. However, there is a statistically
significant correlation between the bot being perceived as helpful
and entertaining which could be attributed to the novelty of the
application.
Strong negative, yet logically expected correlations were found
between the number of error messages and the naturalness and
satisfaction scores. Negative correlation was also observed between
dialog length and entertainment. One can infer that participants
who were unsure of the bot’s capabilities, engaged in longer dialogs
which the bot did not handle very well.
5.1.2 Analysis regarding the scene images. The average ratings in
each scene are illustrated in Figure 7. We observe relatively small
fluctuations with regards to the perceived pleasantness and acceptance across scenes. Helpfulness has consistently larger variance
among metrics, which corroborates our observation about the subjective interpretation of the metric. Furthermore, scenes 1 and 4
received lower overall ratings. This might be attributed to the considerable number of objects in each scene that are not identifiable
by the vision system. During interaction, participants queried the
system referencing these objects. The system’s inability to see these
objects leads to an increased number of errors resulting in underperformance.

5.2

Qualitative analysis

In this section, we report qualitative results from the comments of
twelve participants (60%) that filled in the optional section of the
questionnaire.
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5.2.1 Positive feedback for the bot and the goal application. Six
comments (50%) provided encouraging feedback about their interaction with the bot describing it as ‘fun’, ‘entertaining’, ‘pleasant’,
‘appropriate’. Three comments (25%) refer specifically to the target
application as a hospital robot receptionist (‘I can see it being an
useful SAR in hospital environment’). One participant expressed
preference for human interaction, but acknowledged that robots
operating alongside human staff can add value (‘Generally I’d rather
speak to a person...Robots helping the straightforward cases ... and
people to talk to about more complex issues’).
5.2.2 Issues with coherence. The most commonly noted limitation
(50% of comments) was incoherence. Participants stated that the
system was sometimes unable to sustain conversation on a single
topic over multiple turns and to handle follow up questions (‘It
asked a question about art, then didn’t follow up...felt like it wasn’t
interested in my answer’). These issues constitute open research
questions, which could be addressed by exploring different dialog
policies as part of future work.
5.2.3 Issues with spatial referring expressions. Three participants
(25%) indicated that some of the spatial descriptions were ambiguous (‘It could correctly identify objects in the waiting room, although
sometimes the description was a little confusing’). These issues might
be related to the contribution of diversity in the prioritization of
spatial relationships. We expected that preferring unused relationships would make our agent appear more natural and intelligent.
However, it seems that people anticipate consistency and specificity
when interacting with an agent. When multiple objects of the same
category are present, answers such as ‘I can see many chairs there’
may be disappointing for a user.
5.2.4 Suggestions. Eight participants (66%) offered suggestions for
expanding the capabilities of our system. Five participants (42%)
reported that the bot occasionally failed to understand their questions. Besides some true NLU errors, we observe questions beyond
the scope of our bot’s ability. Direct extensions include answering color and count questions, as well as broader spatial questions
(e.g. ‘What is on the table?’). Multiple participants expected the
system to engage in conversation regarding the appearance of their
character (‘would be good to have more conversation based on the
character’), and general hospital information (‘It didn’t know anything about the hospital outside the waiting room’). We have included
these suggestions into future work.

Figure 7: Questionnaire answers per scene.

would have to participate in multi-person interactions which require speaker detection and handling more complex turn-taking
dynamics. Future work should also incorporate repair mechanisms
to address conversational breakdowns [4] and dynamically disambiguate referring expressions generated by the bot [40]. This line
of work could contribute towards mitigating miscommunication
phenomena and thus enhance the overall user experience.
Finally, participants were exclusively students and academic staff
familiar with technological expertise. Higher ratings were assigned
to properties associated with chit-chat such as pleasantness and
entertainment. Contrary to our expectation, we could not validate
that helpfulness is associated with localization accuracy, but found
it to be correlated with entertainment. In a real-world scenario
where users approach the robot with a specific intent, localization
could weight more heavily in the perceived helpfulness. Future
evaluation in a hospital waiting room and with participants from
diverse backgrounds can provide further insights.

7
6

DISCUSSION

Our design choices were informed by the scarcity of data for the
target application. The vision system relies on models pre-trained
on large computer vision datasets, yet it cannot recognize certain
hospital specific objects. Fine-tuning to the hospital domain would
likely translate to higher levels of perceived helpfulness. In addition, annotating utterances from real interactions and integrating
them into our data could minimize NLU errors. This would make
the system more robust, and according to the correlation analysis
improve satisfaction.
With regards to limitations of the system, our current bot only
handles one-to-one interactions. In a real-life waiting room, it

CONCLUSION

We presented ViCA, a multimodal conversational agent with visual
task-oriented and social chat capabilities. This work contributes
towards social robots in public-facing roles that can improve the
experience of visiting healthcare facilities. Our agent can provide
assistance to patients in hospital waiting rooms as well as take
part in open-domain dialog based on visual information. To ensure
the interpretability and data efficiency of our system, we opt for
a modular approach that operates on images represented as scene
graphs. The evaluation findings support that participants rated the
interaction positively, and showed an accepting stance towards
the application. Based on our analysis we have identified areas for
future work to improve system performance and evaluation.

ViCA: Combining visual, social, and task-oriented conversational AI in a healthcare setting
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