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Monte Carlo Simulation for Uncertainty Quantification in Reservoir Simulation: A
Convergence Study.
Matthias A. Cremona,∗, Michael A. Christieb , Margot G. Gerritsena

Abstract

of Energy Resources Engineering, Stanford University
b Heriot-Watt University
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The current work illustrates the convergence properties of a Monte Carlo Simulation (MCS) used to quantify the geological uncertainty in reservoir simulation. We investigate the convergence behavior of MCS on 3D, 3-phase, highly heterogeneous reservoirs
through real field data from a major oil and gas company. We generate 10,000 realizations of a geological model and run a BlackOil flow simulation using a commercial reservoir simulator and a synchronous parallel implementation. The distributions of the
moments and quantiles of the Net Present Value (NPV) are presented in the form of their Cumulative Density Functions (CDF).
We also show the distributions of the break even time (BET) and the probability of breaking even in order to see the effect of
considering quantities that are different in nature. We use log-plots to assess the convergence of the results, and verify that the
convergence of the quantities of interest follows a squared-root law in the number of realizations used. We quantify the relative
error made on various quantities and illustrate that the use of a small ensemble can yield errors of hundreds of percents, and that
lowering the error to a given precision (e.g. below ten percent) can require thousands of realizations. For decision making and
profitability assessments, using large sets of realizations is now feasible due to the availability of fast, distributed architectures and
the parallel nature of MCS. Our results suggest that the improvement in the quality of the results is significant and well worth the
extra effort. For optimization and sensitivity studies, running large ensembles is still intractable but yields sets of quantiles that can
be used as a Reduced Order Model (ROM). Setting up a test case using this dataset is under consideration, and could provide an
interesting integrated setup for comparisons of uncertainty quantification (UQ) methods.
Keywords: Reservoir Simulation, Uncertainty Quantification, Monte Carlo Simulation, Convergence Study
1. Introduction
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The main objective of this work is to illustrate the potential
issues of relying on non-converged MCS to estimate quantities
such as the Net Present Value (NPV) in the context of reservoir
simulation. We will show that even in a limited-uncertainty 25
setup, the quantiles and moments of NPV and other quantities
such as the break even time (BET) can show relative errors of
hundreds of percents for small number of realizations, and that
getting the error below ten percent may require thousands of
realizations. We will also illustrate that the converged quantiles 30
accurately represent the uncertainty of the system and can be
used as a reduced order model for sensitivity studies or optimization. The conclusions we draw are applicable to a wide
range of similar 3D, 3-phase, highly heterogeneous reservoirs.
The sensitivity of Monte Carlo Simulation (MCS) to the 35
number of realizations used is often overlooked. Even though
convergence studies are rare and convergence criteria hard to
estimate, uncertainty quantification (UQ) using MCS is an increasingly important part of reservoir simulation workflows.
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MCS uses random sampling as a way to estimate underlying
distributions of a physical or mathematical phenomenon, and
is used extensively for UQ. MCS is well suited for numerical
implementation, and as such it has been benefitting from the
sharp increase in available computing power through the past
decades. It is now established as a method of choice to quantify
uncertainty in various application (Kroese et al., 2014), including reservoir simulation. Solving the multiphase flow problems
arising from oil and gas production numerically involves uncertainties on many of the important parameters, for example
geological petrophysical properties, operational constraints on
the field and decision variables (well positions and/or controls).
These variations can largely impact the production results, justifying the need for reliable uncertainty quantification methods.
In sampling-based methods like MCS, the accuracy of the results relies heavily on the number of realizations used to estimate the underlying distributions. From various versions of the
Central Limit Theorem (CLT), the convergence rate has been
proven to follow a squared-root law (Mood, 1950) for a wide
range of problems, although in practice estimating the number
of realizations needed to obtain a given accuracy is not a trivial
problem.
An early description and assessment of the potential of MCS
can be found in Householder (1949) and Metropolis and Ulam
(1949), as well as a review in Halton (1970). The mining and
January 29, 2020
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Figure 1: Simulation grid and well locations.
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oil and gas communities soon became interested in applying
these methods to minerals and fossil fuel production. A detailed analysis of MCS’ potential for the oil industry was pub- 80
lished as early as the mid 1960s (Stoian et al., 1965). Although
the computational capabilities at the time would not allow for
a detailed, partial differential equations (PDE) based reservoir
simulation, MCS was used to quantify uncertainty in net pay
functional models (Walstrom et al., 1967) or reserve estimations 85
(Behrenbruch et al., 1985). A great review specific to the oil and
gas community can be found in Murtha et al. (1997). A different direction is to use a non-random sampling, yielding the
family of Markov-Chain Monte Carlo (MCMC) methods which
encompass Metropolis-Hastings (Metropolis et al., 1953; Hast- 90
ings, 1970) or Gibbs sampling (Geman and Geman, 1984), or
Latin hypercube sampling (McKay et al., 1979; McKay, 1992).
More recently, acceleration techniques have been developed,
such as Multi-Level Monte Carlo (MLMC) (Cliffe et al., 2011;
Müller et al., 2013), and aim at mitigating the slow convergence
of classical MCS. Most of the recent work on MCS for oil and
gas applications has focused on geostatistics (Caers et al., 1999; 95
Scheidt et al., 2009), optimization (Floris et al., 2001; Peters
et al., 2010) or sensitivity analysis (Rotondi et al., 2006). The
most extensive study about convergence of MCS for fluid flow
problems, Ballio and Guadagnini (2004), uses 200,000 realizations of a synthetic, stochastic permeability field for singlephase, steady state, 2D ground water flow with a single well.100
For three phase, 3D reservoir simulation problems with tens of
active wells, most of the recent work has used only a few hundreds realizations.
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We will study the convergence of MCS through an indus-105
trial reservoir simulation example. Due to its wide use in many
conventional reservoirs, we focus on secondary recovery and
pressure management through water injection (waterflooding).
2

Real reservoir data from a major oil and gas company was obtained, including a simulation grid, geological model, well logs
and completions, fluid properties (Pressure, Volume, Temperature - PVT) and early production well controls. This data was
used to generate a set of 10,000 reservoir realizations from a
single geological model. Generating realizations using geostatistical algorithms and ensuring consistency with available data
– as opposed to drawing values from a known statistical distribution – introduces limitations in the number of realizations
one can generate, due to both memory and floating point operations (flops) constraints. The spatial nature of underground
geological data makes it challenging to accurately image using
currently available techniques and our sensitivity study showed
that these properties have the largest impact on the flow simulation. We assume everything else is deterministic in order to
be able to draw meaningful conclusion and avoid nested uncertainties.
2. Reservoir Data Description

Our data comes from an offshore reservoir operated by a major oil & gas company in the West Coast of Africa (WCA) region. The main properties are summarized in Table 1. We have
access to porosity and permeability for all wells through well
logs, and the company provided the simulation grid illustrated
in Figure 1.
The reservoir shows both an oil/water contact (OWC) and
gas/oil contact (GOC). To ensure a fair comparison across the
ensemble, we always start simulations with a gravity segregated
equilibrium; all cases show a gas cap at the top and pure water
at the bottom, as shown in Figure 2. The provided PVT data is
from an isothermal Black-Oil (Aziz and Settari, 1979) type of
model with no capillary pressure. The orders of magnitude of

Journal Pre-proof

Table 1: Summary of the West Coast Africa (WCA) reservoir properties.

Value (unit)

Reservoir Dimensions
Reservoir Depth
Water Depth
Thickness
Injectors
Producers
Grid Dimensions
Active cells

5 x 6 (km)
1,400 (m)
500 (m)
300 (m)
8
18
79 x 58 x 116
100,000

130

135

110

the main properties are listed in Table 2. An extensive description is given in Tables Appendix A.1, Appendix A.2 and Appendix A.3 along with plots in Figure Appendix A.2. It shows
a moderately viscous and slightly compressible medium/light140
oil, consistent with oils from the Western Africa region.

145

150

155

The problem described above is a three-phase flow problem160
with a moderate oil mobility ratio, which can be accurately
modeled by a Black-Oil formulation. Figure Appendix A.3
illustrates the sensitivity of the oil and water production of four
random realizations to compressibility and viscosity changes.
To get changes on the order of a few percent of the oil produc-165
tion, we need to increase the compressibility by 100% or the
viscosity by 10%. The water production does not seem affected.
Based on the much larger expected geological uncertainty, we
make the assumption of discarding the uncertainty in the PVT
170
data.
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Figure 2: Initial saturation of oil, water and gas (vertical cross section). All
realizations exhibit a gas/oil contact and a water/oil contact within the reservoir.

115

Table 2: Summary of the PVT properties.

Property

Oil Viscosity
Water Viscosity
Oil Compressibility
Water Compressibility

3. Uncertainty Setup
Many different sources of uncertainty could be considered
in a reservoir simulation setup. From our sensitivity study we
assume that PVT data is known and that the Black-Oil model is
well suited for this reservoir. We further assume that there is no
operational uncertainty (well locations, controls and condition).
These assumptions will allow us to draw conclusions from a
realistic case without the need to identify the effect of many
coupled sources of uncertainty.
Populating the grid with geological quantities (porosity and
permeability) can be done through a number of geostatistical
methods, ranging from two-points geostatistics to newer and
more complex multi-points geostatistics (Strebelle et al., 2001)
and training-image-based algorithms (Mariethoz et al., 2010).
The latter two solutions are more complex and require both
more knowledge about the field and the use of more parameters.
For our purposes, we wish to reduce the number of parameters
to a minimum, which is why we chose the widely used Sequential Gaussian Simulation (SGSIM) algorithm (Goovaerts,
1997) for porosity, and its extension CO-SGSIM (colocatedSGSIM) for permeability. These two algorithms use two-points
geostatistics in the form of variograms and honor the well data.
The variogram data is presented in Table Appendix A.4 in Appendix A. As a result, the few cells around the wells tend to
look similar across the whole ensemble. We will refer to one
porosity field and its corresponding permeability field as a “realization” of our complete model.
The target histograms for porosity and log-permeability are
plotted in Figure 3, and from the formulation of (CO-)SGSIM,
all realizations will honor these histograms. The porosity is
unimodal and goes from 0 to 0.45 and the log permeability is
bimodal with modes around 0.1 and 100 mD. It roughly spans
six orders of magnitude, from 0.01 to 10,000 mD. In our setup,
there is only one parameter: the seed used for the random walk
in the SGSIM and CO-SGSIM process. Although reducing the
uncertainty to one parameter could seem like an oversimplification, one needs to keep in mind that each seed value will
yield a completely different porosity and permeability field and
in turn drastically impact the flow patterns in this highly heterogeneous system. From the PVT data, the target histograms
and the waterflooding production scheme, we expect a nontrivial variation on the production rates and cumulative production.
Figure 4 shows four randomly selected realizations of the logpermeability field.
The histograms and variograms used in these processes are
also considered to be accurate for this depositional system. In
other words, our assumption here is that the true reservoir is
one realization of this model. Our uncertainty assessment aims
at estimating the distribution of the results when we run the
flow problem. In the case of a wide or skewed distribution,
we will incur greater risk when making a decision. We generated 10,000 realizations using SGeMS (Remy et al., 2009)
and ran them all using the streamline simulator 3DSL (Streamsim, 2015). We verified the quality of the results by running
ECLIPSE (Schlumberger, 2015) and INTERSECT on about
10% of the realizations, and achieved relative discrepancies of
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Property Name

125

Value (unit)

2-6 (cP)
0.3 (cP)
6-10 (µpsi−1 )
3 (µpsi−1 )

175

180

3

(a)
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(b)

Figure 3: Target porosity (a) and log-permeability (b) histograms. By construction all realizations will show the same distribution of porosity and permeability.

(b)
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(a)

(c)

(d)

Jou

Figure 4: Four realizations of the log-permeability fields.

less than 1% for all relevant quantities.

the present value of cash inflow and the present value of cash
outflow. We consider operational costs (OPEX) and initial costs
(or capital expenditure, CAPEX) along with a barrel price for
the revenue. These costs are uncertain and time dependent, but
we will consider them known and constant for simplicity. We
also consider the CAPEX a single initial expenditure, i.e. all
wells and infrastructure were in place before first oil/gas was
achieved. The formula we use to compute the NPV is given by:

4. Relevant Quantities for Decision Making

185

Decision making under uncertainty is not a straightforward
problem, even if one can accurately estimate the underlying
uncertainty. We will not discuss risk assessment and decision
strategies in details, but we will present a few quantities which
are needed to make an educated decision, as well as how we
compute them.

NPV =

4.1. Net Present Value
The most important quantity for profitability assessments is190
the Net Present Value, or NPV, which is the difference between
4

n
X
po (qo )i − cw,p (qw,p )i − cw,i (qw,i )i
i=1

(1 + d)(t/τ )

(dt)i − c0 , (1)

with (qo )i , (qw,p )i and (qw,i )i the rates of oil produced, water
produced and water injected over timestep i, po the price of
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(a)

(b)

(c)

(d)

Figure 5: Field level oil (a) and water (b) production rates, watercut (c) and mean pressure (d) plotted for all 10,000 realizations.
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Table 3: Economical parameters for NPV calculations.

Parameter

Value

Jou

195

oil per barrel, cw,p and cw,i the cost of produced and injected
water per barrel, d the discount rate over the time period τ ,
n the number of time steps, t the current time and c0 the initial
cost. Table 3 summarizes the values we used for the parameters.
A CAPEX of 6 billion dollars is reasonable for an offshore,
reasonably deep field with 26 wells (EIA, 2016). We represent
the OPEX as water management and injection costs, but they
also include planned maintenance and wages. A barrel price of
$50 is representative of the average WTI prices in 2017.

po
cw,p
cw,i
d
τ
c0

50 $/STB
15 $/STB
5 $/STB
0.1
1 year
$6B

205

210

4.2. Breaking Even

A consequence of the NPV formulation is that unless the
CAPEX is 0, the NPV will start with a negative value. Then
we may or may not reach a positive value over the 30 years
of the simulation, leading to two quantities: the probability of215
breaking even and, if we do, the break even time (BET). The
5

BET is defined as the time at which the NPV becomes positive (note that it is possible that the NPV will become negative
again):
tBE = min(t | N P V (t) > 0).
(2)
The probability of breaking even is important for decision making of course, since a small value will indicate a strong risk of
never recovering the CAPEX. We define that probability as:
p(BE) =

np
,
ntot

(3)

with np the number of profitable realizations and ntot the total number of realizations. The break even time represents the
time or date at which one can expect to make a profit, which
is also a key quantity to convince management and investors to
participate in a project. Note that when the probability of breaking even is below one, the BET will only be computed using a
subset of the ensemble since it is only defined for profitable
realizations.
5. Reservoir Simulation
We produce the field using 26 wells, with all 18 producers
operating at a bottom hole pressure (BHP) of 2,000 psi and all
8 injectors at a fixed rate of 20,000 STB/Day. Although we did
not consider history matching, these injection and production
controls are consistent with the controls used to operate the real
field.
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Figure 6: NPV over time with P10, P50 and P90.

5.1. Results

230

235

240

245

rna

225

Figure 5 shows the main reservoir simulation results: the
oil (5a) and water (5b) production rates, the watercut (5c) and
the mean field pressure (5d). We discard gas production for
two reasons: gas comes almost exclusively from vaporization
of light components in the wells so it follows the exact same255
trend as the oil rate (see Figure Appendix A.1); and since this
is an offshore field, the gas would be flared anyway. This is
also why we do not include gas prices/cost in the NPV formulation. Although we do not use the gas in the NPV calculation,
its presence in the Black-Oil model is very important since the260
dissolved gas in the reservoir oil gets out of solution in the well
and therefore impacts the volume of oil produced at standard
conditions. The mean pressure shows a spread of about ±10%
of the mean, and in all cases the water injection achieves its
goal of maintaining pressure. The oil rate shows around ±20%265
and the water rate has the greatest range of ±35% of the mean.
As we expected, the porosity and permeability variations across
the ensemble have a significant impact on the field behavior
and production. The different flow paths for the injected water
change the sweep efficiency and the connectivity between in-270
jectors and producers is changed between realizations. Figure 6
shows the NPV of all 10,000 realizations over 30 years, as well
as the 10th , 50th and 90th percentile (P10, P50 or median, P90
respectively). Note that these curves are computed at every
time and they do not represent a single realization. The total275
range spans more than five billion dollars, which is approximately the CAPEX value. Also notice that P50 after 30 years
is only slightly positive and P10 after 30 years is negative, so
this project is challenging for decision making because it is neither unequivocally bad nor unequivocally good (with all three280
percentiles being of the same sign, for instance).
Figure 7a shows the realizations corresponding to P10, P50

Jou
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250

6

and P90 after 30 years. It is worth noticing that due to the nonlinearity of the problem, they cross at early times. In Figure 7b
we highlight the realizations that reach a positive NPV (7,299
total), as well as the breakeven points.
Figure 8a shows that the cumulative density function (CDF)
of the NPV after 30 years clearly exhibits a Gaussian-like behavior. The NPV is a sum of rates which can be considered
as weakly dependent random variables. By the central limit
theorem (CLT), the resulting distribution will tend to have a
Gaussian form (Ibragimov, 1962; Peligrad and Shao, 1995). In
Figure 8b we plot the CDF of the BET. The BET is a single
quantity for each realization, not a sum of weakly dependent
variables, so the CLT does not apply and the distribution shows
a strong right-skewness.
When dealing with a non-symmetric distribution, more care
needs to be taken with the interpretation and use of the moments of the distribution. It is common to consider only the
first and second order moments, the mean and the standard deviation, which are not enough to describe a skewed or strongly
non-Gaussian distribution. The higher order moments (skewness and kurtosis, respectively 3rd and 4th order) do hold more
information about the shape of the distribution, but they can
be difficult to interpret. Another interesting way of describing
the distribution is to use the quantiles. Since the difference between equally spaced quantiles and the median (e.g. P90/P50
and P50/P10) is equal for non-skewed distributions, it gives a
good sense of the skewness of the distribution. If we look at the
CDF of the breakeven time, P90 is about 50% further from P50
than P10 is, confirming the strong right-skewness of the distribution. For risk analysis and decision making, P10 and P90
are usually considered as important as the expected value, depending on the decision process being risk-averse or risk-prone.
Graphically, the shape of the distribution plotted as a CDF or

(a)
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(b)

Figure 7: (a) NPV over time with the realizations corresponding to P10, P50 and P90 after 30 years. (b) NPV over time with the break even time and the profitable
realizations highlighted.

(a)

(b)

rna

Figure 8: (a) Cumulative density function (CDF) of the NPV after 30 years and (b) CDF of the break even time. Note that (b) only uses 7,299 realizations so that
the breakeven time is defined.

PDF contains crucial information.

305

5.2. A Word on Implementation and Runtime

290

295

300

Generating and running the complete ensemble of 10,000 realizations would be intractable if done sequentially. Generating the realizations is already a time-consuming process, with310
each batch of 500 realizations requiring about six hours for a
total of five days. The limit of 500 realizations per batch is
due to a RAM-bound execution of SGeMS on our workstation
(4-core x64 Intel Core i7-4790 3.6Ghz, 16GB of DDR3-1600
RAM). Each reservoir simulation takes an average of 13 minutes, meaning the whole ensemble would take 90 days to be run
sequentially. We used a distributed, synchronous parallel code
to take advantage of the structure of MCS: all simulations are315
completely independent of each other and require no communication, which is referred to as embarrassingly parallel (Herlihy
and Shavit, 2011). As a result we are able to run the whole
dataset in less than four hours using 1,000 instances of 3DSL
on a linux cluster (Dual 8-core x64 Intel E5-2660 2.2Ghz, 64320
GB of DDR3-1600 RAM per node, 148 compute nodes for a
total of 2,368 cores). Thanks to this implementation, the bottleneck is now the generation of realizations, which takes about
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7

30 times longer than running the flow simulation. One of the
main reasons MCS is well known and widely used is because
it shows few algorithmic challenges in its vanilla version and
there is no communication involved when running it on parallel architectures. The scaling is linear by nature, but due to our
synchronous implementation each batch of p realizations ran in
parallel is bounded by the longest one of those p. The maximum
time we have seen is 18 minutes, so we are close to linear scaling. A slightly more complicated asynchronous master-worker
implementation could yield super-linear scaling results.
6. Monte Carlo Convergence
As suggested in Ballio and Guadagnini (2004), it is not trivial to devise a universally accepted metric to assess the convergence of a Monte Carlo process. For the case of subsurface flow
with real data, there is no “true” solution to compare against, so
there is no choice but to reach statistical convergence if one
wants to compute the expected value, standard deviation, quantiles, and so forth. Although we are lacking a reliable metric to
assess convergence, looking at logarithmic plots can provide an
estimate of how close one may be to a converged value. We call
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(b)

(d)
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(e)

(f)

Figure 9: Moving average of the mean (a), median (b), P10 (c) and P90 (d) of the NPV after 30 years, the probabiliy of breaking even (e) and the breakeven time
(f). Note again that (f) only goes to 7,299 in order for the breakeven time to be defined.

330

335

“eyeball test” the assertion that from looking at the log plot, the
variation is reduced enough to confidently use the results. Using
a natural scale will lead to an overestimation of convergence. It340
also has been proven (Mood, 1950) that the sample mean will
converge to the expected value as the number of realization increases, with a squared root convergence rate.

Jou

325

6.1. Convergence Plots
345
Figure 9 shows convergence plots of the mean (9a), median/P50 (9b), P10 (9c) and P90 (9d), as well as the probability
of breaking even (9e) and the breakeven time (9f). Each colored curve in a plot is a moving average of the plotted quantity,
meaning that each time we add a new realization to the sub-350
set (so when n increases), we recompute the quantity. When
we reach the end of the given subset, we randomly shuffle the
8

ensemble and compute a new colored curve again, using a different permutation of the ensemble. We compute and plot 500
curves for each quantity, which allows us to better visualize the
spread. Convergence at 10,000 realizations seems to pass the
eyeball test for most quantities, but we can already see without
quantitative analysis that the convergence rate requires a large
ensemble before we significantly reduce the variability.
An interesting quantity is the probability of breaking even
p(BE), previously defined in Equation 3. For all other quantities, we are taking a subset of m realizations, and compute
the moments and quantiles of the aforementioned quantity using these m realizations. For the probability, each subset gives
a scalar quantity. Using 10 realizations, this probability ranges
from 0.2 to 1, which for decision making is an enormous spread.
Using 100 realizations reduces the range to 0.55 to 0.8. We can

(a)

(b)

(d)
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(e)

(f)

Figure 10: Mean and standard deviation of the relative error on the mean (a), the median (b), P10 (c), and P90 (d) of the NPV after 30 years, the break even time
tBE (e) and the probability of breaking even p(BE) (f) for subsets of different sizes. Note that P10 and P90 are properly defined only for subsets of more than 10
realizations.

Jou

355

see the binary nature and sensitivity to outliers from the part of
the plot below 100 realizations. For example a few curves show
up to 18 profitable realizations in a row, so there is a possibility
that the conclusion would be that this reservoir will always be
profitable if we used less than 18 realizations. Table 4 summarizes our results for the estimators we are considering.

Quantity

6.2. Error Calculations
360

365

Table 4: Results for several estimators, computed using all 10,000 realizations
(7,299 for the mean BET).

To estimate the error when using a smaller number of realizations, we computed the relative error of the previously introduced quantities compared to their expected values, for different number of realizations. For each number of realizations, we
pick 10,000 random subsets to compute the mean and standard
deviation of the relative error corresponding to that subset size.
Figure 10a shows the mean NPV after 30 years. The magnitude370
9

Mean NPV (Millions of $)
P50 NPV (Millions of $)
P10 NPV (Millions of $)
P90 NPV (Millions of $)
p(BE)
Mean BET (Years)

Value
66.56
65.91
-864.5
997.7
0.7299
8.529

of the relative error of this case is large, in the hundreds of percents range for small subsets, which is no surprise since the expected value of NPV after 30 years is close to 0. The magnitude
of the error is different across all plots, but if normalized they
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Figure 11: Coefficient of Variation of several estimators: the mean, median, P10 and P90 of the NPV after 30 years, the mean break even time and the probability
of breaking even.

385

390

395

400
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would overlap. The squared root convergence rate is perfectly
illustrated here. In Figure 10b, 10c and 10d we plot the same
results for P50, P10 and P90 of the NPV after 30 years; Figure405
10e shows the break even time and Figure 10f the probability of
breaking even, all showing the same squared root convergence
rate.
Using a few tens of realizations is not uncommon for MCS
in the oil and gas industry, especially when optimization is involved. Our results show that for the mean NPV after 30 years,
ten realizations lead on average to 270% relative error on the
expected value, with a standard deviation of 200%. Basing a
multi-billion dollar decision on such results entails a large risk.
For 100 realizations, the mean error improves to 85% with a410
standard deviation of 65%. P10 and P90 are further away from
0, so the magnitude of the relative error is smaller, but for 20
realizations it is about 30% with a standard deviation of 20%.
Just to illustrate what is at stake and put things in perspective,
30% of P90 is $300M or 5% of the CAPEX, and 270% of the415
expected value around $200M or 3.3% of the CAPEX.
In this section we computed quantitative errors for various
subset sizes. In the context of decision making, however, the
proximity of each quantity to zero also gives an interesting indication about the number of realizations that should be used.
If the quantity of interest is far away from zero, the estimation
from the small subset (e.g. in the tens of realizations to make420
sure we avoid potential outliers) already holds clear information about the NPV. If largely positive, then we know that plus
or minus some percentage, the asset is likely to be profitable,
and the opposite is true for a negative NPV value. Both of these
cases are easy to sanction. When one or more of the quantiles425
are close to zero, as is the case in this work, one may want to add
realizations to make sure that the uncertainty is correctly quantified in order to make a decision that is based on converged and

10

more accurate quantities.

6.3. Coefficient of Variation

The coefficient of variation, CV , is defined for an estimator
in Equation 4.
σ
CV =
(4)
µ
where σ and µ are the standard deviation and the mean of the
estimator, respectively. This metric is inaccurate as a convergence criterion when using data that do not originate from a ratio scale (Brown, 1998). Since most of our quantities can have
a zero mean, and the mean and median of the NPV are actually close to 0, CV will only yield relevant information about
the convergence rate of the estimator, given by the slope on a
log-log plot. We show in Figure 11 the coefficient of variation
for all of the estimators we have talked about, with the black
curve illustrating a theoretical squared root convergence rate.
This provides further confirmation that all quantities follow the
theoretical squared root convergence rate of MCS.
7. Conclusion and Discussion
Uncertainty quantification in the context of reservoir simulation deserves careful attention to handle the non-linear processes at hand. We verified experimentally in this work using
10,000 realizations of a real 3D, 3-phase reservoir simulation
example that
√ we do observe the expected MCS convergence
rate of O( n), although this test case does not honor all of the
assumptions of the central limit theorem. All of the estimators
we considered perfectly follow that convergence rate. We illustrate that log-plots can be used to estimate the convergence and
provide a way to compensate the lack of a universal criterion.
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For multiple important decision making quantities, such as the
moments and quantiles of the Net Present Value or the breakeven time, the relative error can be on the order of hundreds of
485
percents when using tens of realizations.
MCS’ nature makes efficient parallel implementation
straightforward. The main limitation is usually the number of
cores available and in the case of commercial solvers, the number of licenses available. The price to pay for implementing ef-490
ficient MCS frameworks and being able to run large ensembles
is small and the reward on the quality of the information is significant. It is also a one-time effort, since any simulation case
can be seamlessly introduced in the workflow to study different495
reservoirs or scenarios. For our case we achieved a total simulation runtime of a few hours, fast enough to be integrated in the
assessment of the profitability of the field. Running large ensembles also provides us with sets of quantiles that can be used500
as a reduced order model (ROM) for further applications such
as sensitivity studies or optimization routines. By construction
these ROMs contain the information about the uncertainty from
the initial, complete set with a given set of wells and controls. 505
The set of realizations and properties used in this work may
be packaged and offered as a test case for uncertainty quantification. The success of comparison projects such as SPE10
(Christie et al., 2001) or the Brugge case (Peters et al., 2010)510
suggest that interest could be there for such a purpose.
Finally, we want to mention that the petrophysical properties we used (porosity and permeability) are quite smooth compared to many cases arising in other reservoirs and do not in-515
clude any discrete elements such as fractures, faults, channels,
salt mounds, etc. Sealed faults or salt mounds will prevent the
flow, while channels, fractures or leaking faults can create con520
nectivity and thief zones. The uncertainty in the location of
discrete features is likely to increase the range of the quantities
of interests and may lead to more complex multi-modal distributions, which would require more realizations to be accurately
525
estimated. This is an interesting direction for future work.
Another avenue is to consider more uncertain parameters,
such as the fluid description, relative permeability curves or uncertain controls. All of these new sources of uncertainty will530
increase the sensitivity to the number of realizations but also
make the model even more realistic. Enhanced Oil Recovery
(EOR) processes such as gas injection involve highly non-linear
terms in the flow model; so do shale or fractured reservoirs. Re-535
peating a similar study for those cases would yield interesting
insights on uncertainty quantification for those more complicated physical processes.

Jou

430

540

8. Acknowledgements

The authors would like to acknowledge Dr. Marco Thiele
545
(Streamsim) for providing 3DSL licenses and many interesting
conversations, as well as Dr Sebastien Strebelle (Chevron) for
providing the dataset. M. A. Cremon would like to thank Dennis Michael, administrator and manager of the Stanford CEES550
HPC Cluster, for his help setting up the license server and compiling the code on the platform.
11

Journal Pre-proof

570

Sg

krg

krog

0
0.0780
0.1082
0.1384
0.1686
0.1989
0.2291
0.2593
0.2895
0.3197
0.3499
0.3801
0.4104
0.4406
0.4708
0.5010
0.8010
1.0000

0
0
0.0034
0.0110
0.0219
0.0357
0.0521
0.0711
0.0923
0.1159
0.1416
0.1693
0.1991
0.2308
0.2645
0.3000
0.7462
0.7462

1.0000
0.5530
0.4267
0.3224
0.2378
0.1703
0.1178
0.0780
0.0489
0.0285
0.0151
0.0069
0.0025
0.0006
0.0001
0
0
0

lP
repro
of

565

Appendix A. Appendix A

Table Appendix A.3: Pressure dependent data.

Figure Appendix A.1: Normalized plot of the oil production and gas production for one realization. We can see that they show the same trend, indicating
that the gas production follows the oil production and comes almost exclusively
from the vaporization of light components in the well.
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Table Appendix A.2: Two phase relative permeability data: oil-gas.

Table Appendix A.1: Two phase relative permeability data: oil-water.
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p
(psi)

FVF
(oil)

FVF
(gas)

Comp
(µpsi−1 )

Rs
(–)

Viscosity
(oil, cP)

200
400
600
800
1000
1200
1400
1600
1800
2000
2200
2400
2600
2800
3000
3200
3400
3600

1.0377
1.0503
1.0626
1.075
1.0875
1.1
1.1127
1.1255
1.1385
1.1515
1.1647
1.178
1.1914
1.2054
1.2192
1.2331
1.2472
1.2615

9.8834
7.3502
4.8169
3.5568
2.806
2.31
1.9598
1.7008
1.5026
1.3469
1.2222
1.1205
1.0366
0.9657
0.9066
0.8563
0.8132
0.776

6.19
6.46
6.7
6.93
7.16
7.38
7.59
7.79
7.98
8.17
8.35
8.52
8.68
8.84
8.99
9.13
9.27
9.4

0.0318
0.0618
0.0918
0.122
0.1526
0.1837
0.2152
0.2472
0.2797
0.3126
0.346
0.3799
0.4143
0.4503
0.4859
0.5221
0.5589
0.5964

6.36
5.6
5.11
4.73
4.41
4.13
3.88
3.65
3.44
3.23
3.03
2.84
2.65
2.53
2.38
2.25
2.12
2.01

Table Appendix A.4: Variogram data. We use a 0.05 nugget effect and one
spherical structure for the remaining 0.95. The ranges and angles in the main
directions are presented below. Note the 20 degree dip in the y direction.
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(e)

(f)

Figure Appendix A.2: PVT data: relative permeabilities for oil/water (a) and gas/oil (b), Formation Volume Factor (c), Gas/Oil Ratio (d), Compressibility (e),
Viscosity (f). See tables below for the values.
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(c)

(d)
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Figure Appendix A.3: Sensitivity of 4 random realizations (different colors) to compressibility and viscosity. (a) and (b) show the oil and water cumulative
production when the compressibility is multiplied by 10 (+1000%). (c) and (d) show the oil and water cumulative production when the viscosity of the oil is
multiplied by 1.1 (+10%). The closeness of the dotted and plain lines indicates a small sensitivity to both fluid properties.
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We generate 10,000 realizations of a 3D, 3-phase reservoir case.
We study relevant quantities for decision making on a reservoir asset.
We may need thousands of realizations to get the relative error below even 10%.
We show the squared-root convergence rate of Monte-Carlo applies even without
satisfying the usual assumptions.
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