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Efficient Multi-Sensor Extended Target Tracking using GM-PHD Filter
Alireza Ahrabian1, Mehryar Emambakhsh2, Marcel Sheeny1 and Andrew Wallace1

Abstract— This work deals with the efficient fusion of multiple disparate sensors, namely THz radar, stereo camera and
lidar for autonomous vehicles. In particular, we develop a
target tracking algorithm that is object agnostic i.e. we seek
to detect any potential object in the scene and track it while
also preserving extended target characteristics such as length
and width. To this end, we first use conventional clustering
and labelling methods in order to generate consistent features
from each sensor independently. The features from each sensor
are then transformed into a set of bounding boxes located in
both range and cross range. The bounding box parameters are
then fed into the proposed efficient multi-sensor target tracking
algorithm. This is achieved by modifying the Gaussian mixturePHD filter (GM-PHD) by incorporating a set of class labels that
associate a state to a set of sensors. The performance of the
proposed method target tracking method is verified using both
synthetic and real world data.

I. INTRODUCTION
A key requirement for autonomous vehicle systems is the
reliable detection and tracking of nearby objects of interest.
Such objects may include, pedestrians, vehicles, cyclists to
name but a few, where each of the aforementioned objects
occupy a region in space. Recently, it has become apparent
that single modal sensors suffer from missed detection’s
and potential performance degradation in adverse weather
conditions. To this end, a need has arisen for the fusion of
sensors operating in multiple modalities for tracking objects
of interest.
The detection and tracking of objects has been extensively
studied in the field of mobile robotics, where a variety of sensor fusion and object tracking methods have been proposed.
In particular, the work by the authors in [1] proposed an
object tracking method for autonomous vehicles that utilised
lidar as the primary sensor for the detection and tracking of
objects. This was achieved by clustering the lidar data points
such that obstacles could be identified and tracked using a
Bayes filter. A similar approach was proposed in [2], where
both a particle filtering based data association and extended
Kalman filter based object state estimation algorithms were
utilised. More recently the work in [3] proposed an efficient
method for tracking multiple extended objects via the fusion
of lidar, radar and stereo camera measurements. This was
carried out by first transforming the data into measurements
that corresponded to the parameters of a bounding box. The
measurements were then used to update the targets by using
an extended Kalman filter along with a data association
1 The authors Alireza Ahrabian, Marcel Sheeny and Andrew Wallace
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University (email: {a.ahrabian,m.sheeny, a.m.wallace}@hw.ac.uk).
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method based on minimising features in measurements from
consecutive frames.
While researchers in the field of mobile robotics have
developed a wide range of efficient multiple object tracking
algorithms, such methods [1][2][3] required the explicit
calculation of data associations between measurements and
object states. In order to remove the explicit calculation of
data associations between measurements and target states,
the work in [4] developed the probability hypothesis density
(PHD) filter. The PHD filter in effect approximates the
recursive Bayes filtering problem by considering set-valued
random variables that can be manipulated by following
rules within the finite set statistics (RFS) framework. Implementation of multi-target tracking algorithms in the RFS
framework include the Gaussian Mixture-PHD (GM-PHD)
[5] and particle-PHD filter [6], and they have been shown to
outperform algorithms that require the explicit calculation of
data association between measurements and target states.
The extension of the PHD filter for both extended target
tracking and for the centralised fusion of multiple sensors
has been extensively studied in [7][4][8][9]. In particular,
the centralised fusion work in [7] proposed the multi-sensor
update scheme, that considered the weighted combinations of
data points obtained by partitioning measurements from each
sensor. While this method provides an exact optimal multiple
sensor and multiple target tracking algorithm, it achieves this
at the expense of requiring significantly more computational
resources (factorial in the number of sensor measurements).
A computationally efficient approximation developed in [4]
and later referred to as the iterated corrector (IC) method
[7] provides a computationally efficient approximation to the
multi-sensor update of the target states. While efficient, the
IC method requires that all the sensors have an equivalent
mode of operation, such that they measure the same set of
targets.
There has been extensive research into extended target
tracking in the PHD filtering framework [8][9][10]. Many
techniques proposed in the PHD filtering framework are
based on the extended target corrector proposed in [8].
In particular, such methods require the partitioning of the
measurement set, such that clusters of measurements are
used to update different state space formulations that capture
the extended target characteristics. However, such methods
require significant computational resources and complexity
for autonomous vehicles.
In this work we seek to develop an efficient sensor fusion
algorithm for the detection and state estimation of extended
targets in both range and cross-range. In particular, we define
extended targets as consistent features generated from a set
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Fig. 1: Sensor setup for experimental data with ground truth (left)
and the corresponding sensors axes formation (right).

of sensors (stereo, radar and lidar) operating in different
modalities. We achieve this by defining a data pre-processing
step that identifies consistent data points that represent an object of interest. We then transform the consistent data points
into rectangular extended objects, similar to the approach in
[3]; where we then develop an efficient multi-sensor PHD
filtering based target tracking algorithm that extends the
method proposed in [4].
II. O UR C ONTRIBUTION
As mentioned in the introduction, we propose to develop
an extended target tracking algorithm that detects and tracks
objects of interest (in range and cross range) via the fusion
of three disparate sensors, namely, stereo camera, lidar and
radar (in this work, we use data obtained from an experimental radar system [11] Fig. 1). This is achieved in three
stages, that is, 1) first we generate reasonably consistent
features from each sensor using conventional clustering and
labelling methods that correspond to a target of interest, 2)
we generate bounding boxes around the targets of interest
that were identified and 3) the bounding box parameters
(measurements) from each sensor are then fed into a novel
multi-sensor target tracking algorithm that is developed in
the random finite set (RFS) framework (please refer to
Fig. 2 for the proposed workflow). To this end, the primary
contributions of this paper are as follows:
1) We propose an efficient multi-sensor target tracking
algorithm for processing multiple disparate sensors in
the PHD filtering framework. We develop this method
in order to overcome the computationally inefficient
approaches proposed in [7]. In particular, we seek to
modify the method outlined in [4] in order to reduce
the effects of sensor ordering on the performance of
the algorithm. This is achieved by the introduction of
a class label set, such that fused target state is updated
with a probability of detection that is dependent on that
fused target state’s association to an individual sensor.
2) Efficient extended target tracking using bounding box
parameters [3] as measurements that are fed into the
proposed multi-sensor PHD filter. This is carried out
by first forming the point cloud representation for
each sensor. After which point clouds corresponding
to objects of interest are identified uniquely from each

Lidar

Point Cloud
Generation

Generate
bounding boxes

Stereo camera

Point Cloud
Generation

Generate
bounding boxes

Radar

Point Cloud
Generation

Generate
bounding boxes

Object Tracking

Proposed multi-sensor
target tracking
algorithm

Output

Fig. 2: Proposed workflow for generating measurements from each
sensor, along with the target tracking unit.

sensor. Namely, for the stereo camera, an object recognition algorithm is first applied to the scene, where
conventional stereo disparities are then utilised in order
to calculate the depth to the respective objects. For
both radar and lidar, objects of interest are determined
from the point clouds via clustering. Finally, in order
to generate the final representation for the measurements, for each identified object across each sensor
the parameters of a bounding box are used (similar
to the work in [3]); thus enabling the proposed multisensor target tracking algorithm to efficiently update
the characteristics of the extended object.
III. M EASUREMENT G ENERATION
We now provide a detailed explanation of the measurement
generation. That is, we first explain point cloud generation,
where we then proceed to explain the generation of bounding
box measurements that is used as input to the proposed target
tracking algorithm.
A. Point Cloud Generation
To this end, we first generate the registered (that is,
the sensor data are in the same frame of reference) point
cloud representation of the data in the ground plane (that
is, along range and cross-range as shown in Fig. 1 (lower
panel)) using the respective raw sensor measurements from
Raw
the stereo, radar and lidar: YRaw
(k) and YRaw
(k)
Sc (k), YR
L
at time/image frame k (please refer to Fig. 3 for an example
of the raw sensory data). That is, for each sensor we carry
PC
out the following mapping, YRaw
Sensor (k) → YSensor (k) for
C
all Sensor ∈ SensorSet = {Sc, R, L}, where YP
Sensor (k)
corresponds to the point cloud representation of the data and
Raw
Raw
YRaw
Sensor (k) = {ySensor,1 , ..., ySensor,MSensor (k) } is a set of
measurements with cardinality MSensor (k). An overview of
the point cloud generation for the radar and stereo camera is
provided below (where it should be noted that the lidar data
produced at the output of the sensor is in the point cloud
C
format, that is, YRaw
(k) = YP
L
L (k)):
Stereo Point Cloud Transformation: The stereo point
C
cloud representation YP
Sc (k) is based on determining the
disparity map by computing corresponding points between
the stereo image pairs. In order to identify consistent point
clouds corresponding to an objects of interest, we first apply

(a) Raw Left Stereo Camera Data

(b) Raw Lidar Data

(c) Raw Radar Data

Fig. 3: Images showing the raw data obtained from each sensor.
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an object recognition algorithm to find the pixels of interest
in the right image. The algorithm referred to as you only look
once (YOLO) [12], is an object recognition method that is
based on neural networks with novel data representation in
order to achieve high classification accuracy. YOLO provides
a bounding box with co-ordinates given by the image pixels,
where by using this information, disparity calculations are
carried out for the recognised objects pixels. The disparity
calculations are carried out using the sum of absolute difference (SAD) between corresponding pixels (points) from the
image pairs; the distance between the corresponding points
between the image pairs is referred to as the disparity. The
horizontal and vertical resolution and depth maps are finally
computed according to the stereo vision equations, resulting
C
in the stereo point cloud representation, YP
Sc (k) (where a
clustering method was used to determine the point clouds
corresponding to the object of interest).
Radar Point Cloud Transformation: The radar waveforms contain information corresponding to both objects of
interest, as well as noise/clutter that arises in the scene or at
the sensor. Furthermore, the radar waveform provides target
information in both range and azimuth (that is, providing
a birds eye view of the scene). In order to generate the
C
radar point clouds YP
R (k), a transformation of the radar
waveforms to point clouds need to be carried out. This transformation also attempts to suppress clutter measurements;
where in this work we first apply the fast Fourier transform
(FFT) to the waveforms, then we use the constant false alarm
rate (CFAR) algorithm [13]. Namely, CFAR works by determining an adaptive threshold based on the local dynamics of
the Fourier transformed waveform, thus resulting in a method
that can adapt to the dynamic nature of clutter returns. In
particular, CFAR works by applying a threshold to each point
of the FFT transformed radar waveform. The threshold is
determined by estimating the local noise via the data obtained
from training windows (in this work we selected parameters
such that a significant portion of background detect ions were
removed while preserving objects detected in the scene).
After we have applied CFAR to the transformed waveforms,
we then discretise the processed waveforms that are left, thus
C
resulting in the radar point cloud representation YP
R (k).

v2
l
w

Cross-range

Fig. 4: The data points (blue dots) are represented by the bounding
box (green box) parameters: length l, width w, orientation φ,
and range and cross range co-ordinates (z, x). Furthermore, the
eigenvectors v1 and v2 are used to determine all the parameters of
the bounding box.
C
Finally, the point clouds YP
Sensor (k) for Sensor ∈
SensorSet are registered to the co-ordinates of the left
stereo camera at time k = 0.

B. Generating Bounding Boxes
Next we describe the process of transforming the
point cloud representation of the respective sensors into
a set of bounding boxes; where for each sensor, the
final measurement representation corresponds to the parameters of the bounding box. That is, for each elSensor
ement zi,k
∈ R5 of the final measurement set
Sensor
Sensor
Sensor
Zk
= {z1,k
, ..., zM̂
} is constructed as
Sensor (k),k
Sensor
follows zi,k
= [x, z, l, w, φ]; where x corresponds to the
cross-range of the bounding box centroid, z the range of the
bounding box centroid, l is the length of the bounding box,
w is the width, and φ the orientation (please refer to Fig. 4).
Algorithm 1: Bounding Box Estimation
1) Given the ith clustered point cloud data for a given
CL
sensor, X = YSensor,i
(k) ∈ RN ×2 , determine µ =
2
E{X} ∈ R and Xc = X − µ, where E{·} corresponds to the first moment (mean).
2) Calculate the covariance CX ∈ R2×2 of Xc .
3) Determine the eigenvectors V and eigenvalues Σ of
CX .
4) Rotate the data such that the direction of maximum
variation is aligned with the range axis, XR = Xc V −1 .
5) Calculate the following parameters: 1) length l =
max(xR,z ) − min(xR,z ), and 2) width w =
max(xR,x ) − min(xR,x ), given XR = [xR,x , xR,z ] and
max(·) and min(·) correspond to the maximum and
minimum value in a vector.
6) Calculate the parameters corresponding to the centroid of the bounding, 1) cross-range: x = [µx +
v1,1 (min(xR,x ) + w/2) + v2,1 (min(xR,z ) + l/2)], and
2) range z = [µz + v1,2 (min(xR,x ) + w/2) +
v2,2 (min(x
where µ = [µx , µz ]T and
R,z ) + l/2)];


v1,1 v1,2
V =
.
v2,1 v2,2
7) Finally, calculate the
corresponding to the
 parameter

−1 v2,1
rotation, φ = tan
v1,1 .

In order to calculate the bounding box parameters from the
sensor point cloud representations, we first need to identify
distinct and consistent objects from the point cloud data.
Now for the point clouds corresponding to stereo camera
data, we have knowledge of correspondence between each
object and each point cloud data point; however, for both the
lidar and radar point cloud data no such correspondence was
defined. To this end, we identify consistent objects from both
the radar and lidar by identifying point clouds that cluster
around a centroid [3]. In particular we apply DB-SCAN clusC
tering to the radar and lidar point cloud data1 YP
Sensor (k),
CL
thereby resulting in the clustered data points YSensor (k) =
CL
CL
{YSensor,1
(k), . . . , YSensor,T
(k)} where TSensor (k)
Sensor (k)
corresponds to the number of clusters.
After the association between point clouds and targets
for all sensors has been identified, the next step is to
determine a bounding box that encapsulates the clustered
data points; thereby providing an approximation to the region
of space occupied by the object of interest. Given the set of
CL
point clouds YSensor,i
(k) corresponding to the ith object,
the bounding box (it should be noted that bounding boxes
with dimensions greater than three meters were removed
as objects of interest to be tracked) is determined along
the directions of highest variation, which are determined by
the eigenvectors of the covariance matrix (please refer to
Algorithm 1 for details).
IV. M ULTI -S ENSOR TARGET T RACKING
A. Baseline Method - Iterated Corrector Method
Given set of S sensors and the corresponding set
s
s
} for s =
, ..., zN
of measurements Zks = {z1,k
s,k ,k
1, ..., S, the IC method seeks to update the PHD
S
Dk|k−1
(x) [4] of the predicted target states Xk|k−1 =
{x1,k|k−1 , ..., xM (k|k−1),k|k−1 }, where M (k|k − 1) is the
set cardinality. In particular, the IC method is a multisensor extension of the conventional PHD correction step [4],
where for a given ordering of the sensor measurements, the
PHD correction step (using measurements from a particular
sensor) is applied in an iterative fashion to the predicted
target states, that is
S
S
Dk|k
(x) = F (Zk1 |x) · · · F (ZkS |x)Dk|k−1
(x)

(1)

where F (Zks |x) corresponds to the PHD correction term
using measurements from sensor s, that is
F (Zks |x) = 1 − pD,k (x)
X
pD,k (x)gk (z|x)
R
+
κ(z) + pD,k (ψ)gk (z|ψ)vk|k−1 (ψ)dψ
z∈Z s

(2)

k

The IC equation (1) is the approximate PHD of the multi1,..,S
1,..,S
target posterior density pk|k (Xk |Z1:k
), where Z1:k
corresponds to sensor measurements up to time index k and for

all sensors {1, ..., S}. It should be noted that the order of the
measurement update affects the updated target states. This
is especially problematic when processing disparate sensors,
where the sensor ordering problem can cause significant
degradation in the performance of the method.
B. Proposed Method
To this end, in this work we propose to modify the IC
method in order to overcome the performance degradation
when processing multiple disparate sensors. That is, given
both the set of predicted Xk|k−1 target states, we introduce
the class label set Ck|k−1 = {c1,k|k−1 , ..., cM (k|k−1),k|k−1 },
that associates a particular predicted target state xi,k|k−1 ∈
Xk|k−1 to a set of sensors; moreover, there exists a one to
one correspondence between the elements of the sets Xk|k−1
and Ck|k−1 .
More formally, we can define each class label ci,k|k−1
as being assigned an integer value from the following set,
ci,k|k−1 ∈ {1, ..., 2S − 1}. That is, a class label ci,k|k−1
informs us of the sensor measurements that are to be used
to correct the predicted target state xi,k|k−1 . As an example,
consider the case with two sensors (S = 2), the class label
for a predicted target state would be given by ci,k|k−1 ∈
{1, 2, 3}; where a predicted target state xi,k|k−1 is associated
(the class label association results in the correction of the
predicted target state by the associated sensor) to sensor 1 if
ci,k|k−1 ∈ {1, 3}, and to sensor 2 if ci,k|k−1 ∈ {2, 3}.
S
To this end, given the predicted PHD Dk|k−1
(x), we
first sample the class label set Ck|k−1 via the posterior
density p(Ck|k−1 |Zk1,..,S , Xk|k−1 ). Informed by the the sampled class label set, we then carry out the correction
of the predicted target states by evaluating the modified
S
PHD equation, Dk|k
(x|Ck|k−1 ). We now proceed to explain
the the calculation for both, p(Ck|k−1 |Zk1,..,S , Xk|k−1 ) and
S
Dk|k
(x|Ck|k−1 ):
Class label posterior density sampling: In order to
evaluate p(Ck|k−1 |Zk1,..,S , Xk|k−1 ) in an efficient manner we first carry out the following re-formulation:
p(Ck|k−1 |Zk1,..,S , Xk|k−1 ) → p(Ck|k−1 |Zk1,..,S , Xk|k−1 =
X̂k|k−1 ), where X̂k|k−1 is an instance of the set-valued
S
random variable Xk|k−1 (in practice obtained from Dk|k−1
)
and Ck|k−1 is a vector of length M̂k|k−1 (that is, we have
fixed the dimension the class label RFS Ck|k−1 ). This reformulation is carried out due to the the unique one-to-one
correspondence between the elements in the sets ci,k|k−1 ∈
Ck|k−1 and xi,k|k−1 ∈ Xk|k−1 , thereby fixing both the
ordering and cardinality of Ck|k−1 ; furthermore, by assuming
independence between the class label elements, we can
evaluate the re-formulated class label posterior as follows
p(Ck|k−1 |Zk1,..,S ,Xk|k−1 = X̂k|k−1 ) =
M̂k|k−1

Y
1 It should be noted that DB-SCAN requires two parameters to be
specified, namely the minimum number of points N mpt and the minimum
distance D . In this work we set D = 0.1, and N mpt = 2 for processing
radar and N mpt = 5 when processing lidar. This was due to the higher
density of lidar points per object.

p(ci,k|k−1 |Zk1,..,S , xi,k|k−1 = x̂i,k|k−1 )

(3)

i=1

where M̂k|k−1 is the number of hypothesised predicted target
states. The posterior distribution for each class label ci,k|k−1

given the sensor measurements at time instant k and the
corresponding predicted target state xi,k|k−1 , is given by
p(ci,k|k−1 = j|Zk1,..,S , xi,k|k−1 ) ∝
p(Zk1,..,S |ci,k|k−1 = j, xi,k|k−1 )p(ci,k|k−1 = j)

(4)

for j = 1, ..., 2S −1, where p(ci,k|k−1 =j) corresponds to the
prior probability mass function for ci,k|k−1 (in this work we
use a uniform prior mass function), and p(Zk1,..,S |ci,k|k−1 =
j, xi,k|k−1 ) represents the multi-target likelihood density
function given a single predicted target state xi,k|k−1 [14].
Finally, owing to the independence of the sensor measurements, the multi-target likelihood density function can be
decomposed as follows, p(Zk1,..,S |ci,k|k−1 = j, xi,k|k−1 ) =
p(Zk1 |ci,k|k−1 = j, xi,k|k−1 ) · · · p(ZkS |ci,k|k−1 = j, xi,k|k−1 ),
where [14] (p. 414)
p(Zks |ci,k|k−1 =j,xi,k|k−1 ) ∝
1 − pjD,k + pjD,k

X gks (z|xi,k|k−1 ) (5)
κ(z)
s

z∈Zk

pjD,k

psD,k

for s = 1, ...S, with
=
if sensor s is associated to
state xi,k|k−1 , otherwise pjD,k = 0. Finally, we can draw a
set of samples Ĉk|k−1 from the class label posterior density
(3) in an efficient manner.
PHD correction using class labels: Given the predicted
S
PHD components Dk|k−1
(x) and the corresponding samples
drawn from the class label posterior, Ĉk|k−1 , the PHD
correction that is informed by the class label set is given
as follows
S
Dk|k
(x|Ck|k−1 =Ĉk|k−1 ) =
S
Fc (Zk1 |x) · · · Fc (ZkS |x)Dk|k−1
(x)

(6)

C. Implementation
In this work we utilise the Gaussian mixture implementation [5] of the modified IC method. Namely, we consider a
linear Gaussian state space model
(7)

where F is the state transition matrix, H the observation
matrix and Qk and Rk correspond respectively to both the
state and measurement covariance matrices.
Given the Gaussian mixture approximation of the PHD
and the linear Gaussian state space model the predicted PHD
is given by [5]
Jk|k−1

Dk|k−1 (x) =

X
i=1

i
i
ωk|k−1
N (x|mik|k−1 , Pk|k−1
)

where Jk|k−1 corresponds to the number of components
i
while mik|k−1 and Pk|k−1
respectively correspond to the
mean and covariance.
Given both the Gaussian mixture predicted PHD components and the sensor measurements, the class label posterior
(3) is evaluated by calculating the following
p(ci,k|k−1 = j|Zk1,..,S , mi,k|k−1 ) ∝


S
X N̂ (z)
Y
 p(ci,k|k−1 =j)
1 − psD,k + psD,k
κ(z)
s
s=1

(8)

(9)

z∈Zk

for j = 1, ..., Jk|k−1 , with N̂ (z) = N (z|Hmi,k|k−1 , Rk )
and κ(z) is the clutter PHD.
Finally, for each Gaussian mixture component of the
i
i
predicted intensity function, {ωk|k−1
, mik|k−1 , Pk|k−1
}, the
class label ci,k|k−1 determines the sensor measurements used
to update the predicted target state. In particular, we first can
decompose the predicted intensity function as follows
Jk|k−1
2X
−1
X
v
i
i
Dk|k−1 (x)= Dk|k−1
(x)= ωk|k−1
N (x|mik|k−1 , Pk|k−1
)
S

v=1

where Fc (Zks |x) corresponds to the modified single sensor
PHD correction term for measurements obtained from sensor
s, along with the class label samples Ĉk|k−1 . In particular,
Fc (Zks |x) corrects the predicted targets states with probability of detection psD,k (x) that are associated to sensor s, where
this association is determined by the class label; while target
states that are not associated to the sensor are not updated.

fk|k−1 (x|ψ) = N (x|F ψ, Qk−1 )
gk (z|x) = N (z|Hx, Rk )

Fig. 5: Simulation of the target tracks.

i=1

(10)

where
v
Dk|k−1
(x)

(P
=

i

0

Ti (x)

i : ci,k|k−1 = v,
i : ci,k|k−1 6= v,

∀i
∀i

(11)

i
i
where Ti (x) = ωk|k−1
N (x|mik|k−1 , Pk|k−1
). As a result,
v
given the predicted intensity Dk|k−1 (x) with class label
v, we can iteratively update the predicted intensity using the sensor measurements associated to the components
v
Dk|k−1
(x).

V. E XPERIMENTS
A. Synthetic Data
We first evaluated the performance of the modified IC
method over the baseline IC method when analysing synthetically generated bounding box measurements corresponding
TABLE I: Averaged (both in time and trial) error of the bounding
box in both the estimated length and width (dimension error) as
well as the estimated angle error.
Methods
Dimension Error (m) Angle Error (rad)
Case 1-Modified IC
1.01
0.47
Case 2-Modified IC
0.88
0.42
Case 1-Baseline IC
1.17
0.47
Case 2-Baseline IC
1.25
0.56

100
Case 1 - Proposed Method
Case 2 - Proposed Method
Case 1 - Baseline Method
Case 2 - Baseline Method

OSPA (m)

80
60

20

Range (m)

15
10
5
0
-15

-10

-5

0

5

10

15

Cross-range (m)
20

15

Range (m)

to extended targets. In particular, we aimed to test the following experimental hypotheses: 1) by using bounding box
measurements, both the baseline and proposed IC methods
are able to reasonably track extended targets and 2) that
by considering class labels for disparate sensors in an IC
approach, we can improve both the accuracy of location and
cardinality of the tracked targets.
To this end, we first generate bounding box measurements
for four targets, with random times and locations in the xzplane (range and cross-range), where an example is shown
in Fig. 5 with target track labels of {T1 , T2 , T3 , T4 }; where
we considered various extended targets, that is, tracks T1 T3 were under motion (T1 and T3 rotating), while track
T4 was stationary. The targets were then measured using
three sensors, where we considered two cases. For case 1,
we simulated highly disparate sensors, where each sensor
measured the following targets: Sensor 1: {T1 , T2 }, Sensor
2: {T2 , T3 , T4 }, and Sensor 3: {T1 , T2 , T3 }. For case 2, we
consider fully homogeneous sensors, that is, each sensor
measured the following targets: Sensor 1: {T1 , T2 , T3 , T4 },
Sensor 2: {T1 , T2 , T3 , T4 }, and Sensor 3: {T1 , T2 , T3 , T4 }.
The state vector for each target consisted of both the
position, velocities, dimensions and rotations of the extended
targets in the xz-plane, that is [x, z, ẋ, ż, l, w, φ, φ̇]. Each
sensor has a probability of detection of 0.98, a measurement
covariance of R = diag(10, 10, 2, 2, 0.5) (where the argument diag(·) form a diagonal matrix), a state covariance
of Q = diag(1, 1, 1, 1, 1, 1, 0.1, 0.1), and a clutter rate of
50. Furthermore, for both methods we utilised the same set
of parameters (as required for the GM-PHD implementation), namely, threshold: 1e − 6, merge: 8, and prune: 200;
moreover, for each sensor measurement a birth target was
generated with covariance 1I8 and weight 2e−6. Finally, we
utilised the OSPA metric [15] in order to assess the range
and cross-range performance of both methods (with a cut-off
c = 100 and distance norm of p = 1); furthermore, we used
the absolute difference along with the Hungarian method in
order to compute the error for both the estimated bounding
box dimensions (length and width) and angle.
Fig. 6 presents the averaged OSPA metric (calculated using
200 Monte Carlo trials) for both the proposed IC and baseline
IC methods. In particular, it can be observed that for case 1
where the sensors are highly disparate, the proposed method
significantly outperformed the baseline IC method; while for
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Fig. 7: (Upper panel) Example of point cloud data from each
sensor. In particular, this plot shows the point clouds obtained from
the lidar (red dots), stereo camera (green dots) and radar (black
dots). (Lower panel) The corresponding bounding box measurement
obtained from the sensor point clouds, namely lidar (red boxes),
stereo camera (green boxes) and radar (black boxes).

case 2, the baseline IC method had similar performance
to the proposed method. Furthermore, from Table I it can
be observed that the proposed method outperformed the
baseline IC method when estimating both the dimensions
(length and width) as well as the angle of the bounding box
being tracked. It should be noted that both method were able
to process effectively extended targets using bounding box
measurements.
Finally, we remark on the computational complexity
of both methods; namely, the run time complexity of the
baseline IC method required on average 0.04s per iteration,
while the proposed method required on average approximately 3 times more at 0.13s per iteration (simulations were
performed on 2.8GHz Intel i7 PC). This is more efficient than
the multi-sensor update method [7] which in general requires
two orders of magnitude more of run time computation over
the baseline IC method (when using a highly optimised
implementation).
B. Real World Data
We now present the performance of the proposed method
on real world data. In our work, the experimental set-up
consists of collecting data from three different sensors: 1)
ZED stereo camera, with 4416 × 1242 pixels resolutions and
20 cm baseline, 2) a THz radar system [11], 16 meter range,
and finally 3) an HDL-32E Velodyne LiDAR, having ±2
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Fig. 6: The average OSPA error for object localisation (estimating
the targets cross-range and range).

Methods
Modified IC
Baseline IC

True detection
0.79
0.15

False detection rate
1.75
0.20

(a) Frame 5

(b) Frame 5

(c) Frame 10

(d) Frame 10

(e) Frame 15

(f) Frame 15

(g) Frame 20

(h) Frame 20

Fig. 8: (Left column) Stereo camera of the frames with targets of interested annotated with purple bounding boxes. (Right column)
Estimated bounding boxes (blue boxes), true target locations (purple bounding boxes) and the lidar data points (green dots).

cm accuracy and 32 channels, generating 700,000 points
per second, with a 360◦ horizontal field of view (FoV).
Data collection took place on a rooftop at the University of
Birmingham with a variety of objects being placed within the
field of view (FoV) of the sensors. The sensors moved along
a rail (please refer to Fig. 1 (left panel)) with 20 uniform
measurements being made along the length of the rail. The
majority of the objects were static in the scene, however,
three objects corresponding to the three people in the scene
were moving relative to the sensor.

Once the data is collected, we apply the measurement
generation method to the raw sensory data. Namely, we
convert the set of point cloud measurements (shown in Fig. 7
(upper panel)) from each sensor into a set bounding boxes
(please refer to Fig. 7 (lower panel)). Each measurement is
composed of a set of vectors pertaining to the characteristics
of the bounding box. Each target had a state vector as defined
in the previous section. Furthermore, parameters used for
the tracking algorithm were set as follows, the threshold:
1e−8, merge: 8, and prune: 6000; moreover, for each sensor

measurement a birth target was generated with covariance
1I8 and weight 1e − 4. The probability of detection that
associated a state to the sensor, psD,k = 0.99, for all the
sensors indexed by s.
The state covariance for each target state was given
by Qk = diag(0.01, 0.01, 0.01, 0.01, 0.05, 0.05, 0.05, 0.01).
The corresponding measurement covariance for each sensor
were parameterised by the following diagonal covariance
matrices: 1) lidar: Rvel = diag(0.005, 0.005, 0.1, 0.1, 0.05),
2) radar: Rrad = diag(0.05, 0.01, 0.1, 0.1, 0.05), 3) stereo:
Rster = diag(0.05, 0.05, 0.5, 0.5, 0.07); where it should be
noted that the parameterisation was determined based on the
consistency of the measurements generated from the raw
sensory measurements. Finally, the Poisson clutter parameter
for each sensor was set as follows, λL = 0.001, λR = 5 and
λS = 0.001.
Next we evaluated the performance of the proposed modified IC method to that of the baseline IC method with
the bounding box measurement data. In particular, we used
the following measures, namely the proportion of objects
detected within the scene and the number of false detections
per frame. Fig. 8 provides examples of targets that were
detected and tracked as well as the annotated (true) targets
that we were detecting in the scene from frames 5, 10, 15 and
20. The number of false detections was determined based on
an estimated bounding boxes association to a true target as
well as the multiple estimation of the same target.
Table II shows the proportion of objects detected within
the scene at each image frame for each method. From Table
II it can be observed that the proposed method was able
track higher proportion of objects within the scenes (the
proposed method tracked on average 79% while the baseline
IC method on average tracked 15%); however, there were a
higher number of false targets being tracked as well. The conventional IC method was unable to track a significant number
of targets owing to the methods sensitivity to sensor ordering
with respect to highly disparate sensors. Furthermore, the
proposed method was able to track large structures within
the scene where examples include the building and rails that
can be seen in Fig. 8 (left column). While the target scene
is very challenging, it should be noted that in both cases the
proportion of detections need to be higher, this is a problem
primarily arising from the measurements generated from the
raw sensory data. As a consequence future research needs to
focus on developing a measurement generation scheme that
is more consistent from both the radar and lidar.
VI. C ONCLUSION
In this work, we proposed an extended target tracking
method for the efficient fusion of multiple disparate sensors.
This was achieved by first proposing to use bounding box
parameters as measurements to be fed into a modified
tracking algorithm in the GM-PHD filtering framework. We
then introduced a new multi-sensor target tracking method by
proposing to modify the iterated corrector method. This was
carried out by introducing a class label set that associates a
predicted target state to either a particular sensor or subset of

sensors. The performance of the proposed tracking algorithm
was first demonstrated in simulation over the baseline IC
method. In particular we showed a measurable performance
improvement over the baseline IC method using the OSPA
metric, which incorporates accuracy of location and cardinality. We then analysed real world data obtained from
three sensors namely, stereo camera, lidar and THz radar,
where a measurement generation scheme was used in order
to generate the bounding box measurements. In particular,
illustrated that the proposed modified IC method generated
a four fold improvement in objects being tracked over the
baseline IC method.
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